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Abstract

In property insurance claims triage, insurers often use static information to assess

the severity of a claim and to identify the subsequent actions. We hypothesize that the

pattern of weather conditions throughout the course of a loss event is predictive of the

insured losses, and hence appropriate use of weather dynamics improves the operation

of insurers’ claim management. To test this hypothesis, we propose a deep learning

method to incorporate dynamic weather information in the predictive modeling of

the insured losses for reported claims. The proposed method features a hierarchical

network architecture to address the challenges in claims triage due to the nature of

weather dynamics.

In the empirical analysis, we examine a portfolio of hail damage property insurance

claims obtained from a major U.S. insurance carrier. When supplemented by dynamic

weather information, the deep learning method exhibits substantial improvement in the

hold-out predictive performance. We further design a cost-conscious decision strategy

for triaging claims using the probabilistic forecasts of the insurance claim amounts. We

show that leveraging weather dynamics in claims triage leads to a reduction of up to

10% and 8% in operational costs compared to when the triaging decision is based on

forecasts without any weather information and with only static weather information

respectively.

Keywords: claims management, longitudinal data, mixture network, recurrent network,

property insurance, self-attention,
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1 Introduction

In insurance, claims triage refers to the practice of prioritizing and classifying claims by

“urgency” (Frees (2015)). The term “triage” is derived from the French word trier, which

means “to sort”. Historically, triage has been almost exclusively used in medical contexts

to refer to the sorting of patients for treatment priority in hospital emergency departments

or intensive care units, and in multicasualty incidents, disasters, and battlefield settings

(see Iserson and Moskop (2007) and Moskop and Iserson (2007)). The term is now also used

outside the medical field to indicate sorting overabundance of tasks by the degree of urgency.

The core decision underlying insurance claims triage is the assessment of the urgency of a

claim which further identifies the subsequent actions of the insurer. In claims management,

urgency is often quantified by the amount of losses that the insurer is liable for. The general

philosophy of triage is to enure appropriate allocation of scarce resources so as to meet the

needs and improve the efficiency of a system. In insurance company operations, this practice

is designed to enhance the decision-making process at the First Notice of Loss (FNOL), the

first notification to the insurance provider of a loss event occurred to the insured. Claims

triage improves the operation of an insurer’s claims management in several aspects: First,

it exercises cost control by matching assessor expertise with claim complexity. Second, it

could help flag suspicious and fraudulent claims before they are further processed. Third, it

will reduce the lifetime of claims by identifying policyholders most in need, and thus prevent

complaints and improve customer satisfaction.

This paper explores the benefits of utilizing dynamic weather conditions in claims triage

for property insurance. The occurrence of a loss event in property insurance, unlike other

types of insurance, often spans a period of time. A typical example could be the property

damage due to wind, hail, or other weather related perils. This paper begs the question:

does the pattern of weather conditions throughout the course of the loss occurrence have an

impact on the insured losses? If so, how does one leverage the predictive power of weather

dynamics to improve claims triage and the overall efficiency in claims management? The goal
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of the paper is two-fold: first, we intend to build a predictive model to incorporate dynamic

weather data into the prediction of static claim severity and thus to test the hypothesis of

their predictive power; second, we aim to develop a decision rule to facilitate triaging claims

based on the probabilistic forecasts of loss amount from the predictive model.

The availability of high frequency weather data presents us with the opportunities for

incorporating weather dynamics into the assessment of the insured losses in property insur-

ance. However, the task is challenging due to several reasons: First, the claim severity has

a complex distribution that features a fraction of zeros with an otherwise positive compo-

nent. The zero mass could be due to denial of coverage, and the positive portion is often

skewed and multimodal, indicating the presence of latent clusters. Second, the longitudinal

measurements of weather conditions carry an underlying pattern which reflects the weather

dynamics and should be uncovered and accounted for in the prediction. In addition, weather

variables are unbalanced in that the number of observations and the time of measurements

differ across claims. Third, within a sequence of weather data for a given claim, the length

of predictors varies by the measurement time because of the unstructured text description of

weather conditions. In claims triage, one is to combine the unconventional dynamic weather

information along with the traditional static risk characteristics into the predictive model

for claim severity.

Motivated by the above observations, we propose a neural network-based two-part model

for triaging insurance claims, where the first component is a feedforward network that ex-

amines the likelihood of zero claim amount, and the second component is a mixture den-

sity network of generalized gamma distributions that describe the latent classes of positive

claim amount. In both components, we employ a deep learning architecture to leverage the

weather dynamics in prediction. In particular, the dynamics of numerical measurements are

encoded by a recurrent network, and the dynamics of text description are encoded using a

self-attention mechanism. The learned features from the weather dynamics fused with the

static predictors are further fed into the neural networks in the two-part model.
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Data analytics run deep in insurance markets and insurance company operations (Frees

(2015)). In particular, substantial attention has been given to two primary operations,

ratemaking and claims management, where the granular or micro-oriented viewpoint has

often been taken to examine what happens to an insurance contract at various stages of its

existence with a company (Gourieroux and Jasiak (2011)). In the former, price competition

in insurance markets, especially in personal lines of business, has led to the advances of data-

driven methods for setting premium rate and retaining customers (see Shi and Yang (2018),

Yang and Shi (2019), and Gerber et al. (2020) for some recent examples). In the latter, the

recent study of Lentz (2018) has identified several aspects of the claims management process

where predictive modeling can be valuable, including fraud detection, claims triage, and loss

reserving. Examples in this line of studies include Pigeon et al. (2013), Antonio and Plat

(2014), Okine et al. (2022), Óskarsdóttir et al. (3693), among others.

Despite the recent advances in the predictive modeling techniques in fraud detection and

loss reserving, claims triage is the area in claims management that receives little attention

with one recent exception of Lee et al. (2020). To the best of our knowledge, this paper

is the first attempt at integrating weather dynamics into the operation of insurance claims

triage. Our work contributes to the literature of insurance innovations with technology and

digital transformation in insurance operations. New technologies and advances in computing

are reshaping and transforming the way that insurers assess and manage risks. A prevalent

example is telematics in automobile insurance (Guillen et al. (2019), Gao et al. (2019),

and Guillen et al. (2020)). To put our work in perspective, the intensive measurements of

weather information are enabled by the advances in radar technology for high frequency

collection of both structured and unstructured data. From the methodological point of view,

the proposed deep learning method can be viewed as a modern framework to incorporate

longitudinal measurements of predictors in a regression model for cross-sectional outcome.

This is in contrast to the typical longitudinal data methods that require repeated observations

for both the response and the covariates (Frees et al. (2004)).
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The rest of the paper is organized as follows: Section 2 provides a conceptual framework

to demonstrate the economic benefits of insurance claims triage. Section 3 describes the

structure and characteristics of data used in the study design and empirical analysis. Section

4 proposes the network-based two-part framework to integrate weather dynamics in the

probabilistic forecasting of insured losses. Data analysis and predictive performance for the

proposed method are summarized in Section 5. Section 6 introduces a cost-conscious triaging

strategy and discusses the economic significance of the proposed method. Section 7 concludes

the paper. Additional data features and analytical results are provided in Supplement.

2 Economics of Claims Triage

In this section, we provide a conceptual framework to demonstrate the economic benefits of

insurance claims triage. Specifically, at the FNOL, insurance triage done shrewdly can better

assess the urgency of a claim and the associated cost of handling it. With this information,

an insurer can deploy the appropriate personnel and resources for claim processing. We use

the following parsimonious setup to show this efficiency gain.

Assume that there are two types of insurance claims: large claims with high loss amount

and small claims with low loss amount. Denote the two claim sizes by Cl and Cs with

Cl > Cs > 0. Let the probabilities of each occurrence be 0 < p < 1 and 0 < 1 − p < 1.

Let there be two types of insurance adjusters who each specializes in handling one type of

insurance claims. If insurance adjusters are matched with the claims they specialize in, the

adjustment process is efficient and the adjustment cost is normalized to zero. If an adjuster

who specializes in large claims is assigned a small claim, the adjustment process is inefficient

(or costly), and the cost involved is denoted by m1 > 0. Similarly, a mismatch of a large

claim with an adjuster who specializes in small claims involves a cost of m2 > 0. Assume

that 0 < λ < 1 portion of the insurer’s adjusters specialize in handling large claims.

As a benchmark case, we assume that claims triage can perfectly identify the types of
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insurance claims and adjusters are assigned accordingly. Thus, the (normalized) adjustment

costs with claims triage are zero. Without claims triage, adjusters are assigned randomly

and possible inefficiency renders expected costs:

(p)[(λ)0 + (1 − λ)m2] + (1 − p)[(λ)m1 + (1 − λ)0]

= p(1 − λ)m2 + λ(1 − p)m1

The above demonstrates the maximum amount of efficiency gain to be had when insurance

triage can perfectly differentiate large and small claims. It serves to show that the more

information an insurer can utilize and the more accurately claims triage is done, the more

economic benefit an insurer will enjoy. In the following, we study the economic benefits that

utilizing dynamic weather conditions bring to the claims triage.

3 Data Structure and Characteristics

In our study design, we collect data from two sources to test the effects of weather dynamics

on claim severity and the efficiency of claims triage. The first is a cross-sectional dataset

of insurance claims that contains granular information on reported loss events, contract fea-

tures, and insured characteristics. The second is a longitudinal dataset of weather dynamics

which contains sequential measurements of weather conditions associated with individual

insurance claims.

The insurance claims data are provided by a major U.S. property and casualty insurer.

The data consist of 32,227 hail damage property insurance claims from the business line of

personal homeowner insurance in the state of Missouri. For the purpose of claims triage,

we are interested in the prediction of the insured loss amount at FNOL, which requires

understanding of its probability distribution. To obtain some intuitive knowledge, we exhibit

in Figure 1 the distribution of insured losses of reported claims. The left panel shows the

empirical cumulative distribution that is featured with a probability mass at zero. The
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insured loss may be zero because of denial of coverage by the insurer, which occurs, for

instance, when the ground-up loss of a reported claim is below the contract deductible.

About 18% of claims in our sample receive zero payment from the insurer. A subtle feature

in the curve of the empirical distribution function is the turning point around the insured loss

of $4,000, suggesting a multimodal distribution for the positive payment amount. The right

panel shows the histogram of the positive part of claim amount overlaid by the nonparametric

density curve. The bimodal distribution explains the turning point observed in the left panel

and indicates presence of latent clusters among the reported claims.
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Figure 1: The left panel shows the empirical cumulative distribution of the insured losses of
reported claims, and right panel shows the histogram of the positive part of claim amount
overlaid by the density curve.

The insurer performs claims triage based on three groups of static variables. Building

characteristics include building age (in years), property type (whether it is an outbuilding,

single family, or others such as multi-family houses), roof type (asphalt shingle versus other

types), and construction type (frame, masonry, and others). Coverage specifics include

coverage limit (in thousands of dollars) and deductible level (in dollars). Claim features

include reporting delay (in days) and hail size (in inches). Descriptive statistics of triaging

variables are summarized in Table 1 for the overall sample and by whether a claim results
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in zero or positive payment from the insurer. On average, a hail damage claim is reported

after one and half months from the loss occurrence, and the average damaged property is

about 40 years old and is insured by a policy with a coverage amount of $215,000 and a

deductible of $600. As anticipated, most claims occur to single family frame homes with

asphalt shingle roof because properties with such characteristics are the most common ones

among the insurer’s exposure. It is noted that there exists substantial variation among the

traditional triaging variables.

Table 1: Descriptive statistics of the static triaging variables

Zero Losses Positive Losses Overall
Mean SD Mean SD Mean SD

Building Age 37.80 22.00 38.10 21.70 38.04 21.75
Property Type

Outbuilding 0.45% 0.15% 0.20%
Single Family 98.90% 99.20% 99.11%
Others 0.68% 0.70% 0.69%

Roof Type
Asphalt Shingle 96.70% 97.30% 97.21%
Others 3.33% 2.68% 2.79%

Construction Type
Frame 73.10% 77.70% 76.86%
Masonry 26.50% 21.90% 22.68%
Others 0.43% 0.46% 0.45%

Coverage Amount 222.62 141.02 213.84 120.60 215.41 124.54
Deductible 643.00 615.00 574.00 475.00 586.49 503.74
Reporting Delay 51.40 82.90 40.80 72.60 42.66 74.66
Hail Size 1.60 0.84 1.94 1.00 1.88 0.98
Number of Obs 5,763 26,464 32,227

In addition, the data also contain the geographical locations of the properties associated

with these reported claims. Figure 2 exhibits the spatial distribution of average loss amount

per claim across the 114 counties of Missouri. The spatial variation in loss amount suggests

heterogeneity in hail risk as well as replacement cost across different regions. We explore

using both county and geographical location of insured properties in the triaging analysis.

In territorial ratemaking, it is a common practice for insurers to take into account of the

geospatial information of policyholders to reflect the spatially-varying risk exposure. In
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contrast, such information in our study is employed in claims management to account for

the heterogeneity in claims severity.
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Figure 2: Spatial distribution of average loss amount per claim by county.

The dynamic weather data are obtained from the networks of the Automated Surface

Observing System (ASOS) and the Automated Weather Observing System (AWOS). The

ASOS program is a joint effort of the National Weather Service (NWS), the Federal Aviation

Administration (FAA), and the Department of Defense (DOD) that began in the early 1990s.

Located at airports, the ASOS stations are primarily designed to support weather forecast

activities and aviation operations. The AWOS stations are operated and controlled by the

FAA, as well as state and local governments and some private agencies. Like the ASOS, the

AWOS mainly sensors provide the aviation community with current weather observations.

The data are also transmitted by phone lines or satellite uplinks for use by other agencies.

For the purpose of this study, we collect the temporal measurements on wind speed

(in knots), wind direction (in degrees with 0◦ indicating north), wind gust (in knots), and

temperature (in Fahrenheit) on the days when hail events occur. Wind gust is indicated by
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rapid fluctuations in wind speed with a variation of 10 knots or more between peaks and

lulls over a ten-minute window, and its speed is measured by the maximum instantaneous

wind speed. Wind direction is reported in cardinal direction and we measure the variable

using the trigonometric (sine and cosine) functions of the degrees. There are up to four

measurements for each weather variable within each hour on a given day. To illustrate the

key characteristics of the whether information, we show in Figure 3 the hourly time series

plots for the weather variables associated with a randomly selected insurance claim, where

the average measurement is used for each hour during the day the loss event occurred. It is

worth stressing a couple of important features of the dynamic weather data. First, a sequence

rather than a single measurement of weather variables is associated with a given claim, which

suggests that one should take into account the inherent order and the temporal pattern of

weather variables when examining their effects on the insured losses. Second, as highlighted

by wind gust, the longitudinal observations of weather variables could be highly unbalanced,

i.e., the variables are observed irregularly over time and the number of measurements varies

across claims.

In addition, we collect the text description of precipitation during the day for each indi-

vidual loss event. Precipitation represents another type of unconventional triaging variable

and exhibits a complex structure in the dynamic context. As an example, we summarize the

hourly precipitation for two randomly selected claims in Table 2. Each term indicates the

presence of a type of precipitation in a certain hour during the day of the loss event. For

instance, “RA” stands for moderate rain and “+/−” indicates heavy and light respectively.

Detailed description of the abbreviations for precipitation is found in Supplement. Similar to

the weather variables in Figure 3, precipitation for a given claim is summarized by a sequence

of unbalanced measurements over time. However, the structure of precipitation differs from

other weather variables in two aspects. First, it is a sequence of text description instead of

numerical values. Second, the lack of balance occurs both within and across claims. During

the day of loss, the absence of any precipitation in certain hours makes the precipitation
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Figure 3: Weather dynamics of wind speed, wind direction, wind gust, and temperature for
a randomly selected claim.

unbalanced across different claims. Further, the existence of multiple types of precipitation

within a hour leads to varying length of precipitation descriptors over time for a given claim.

We will take into account these data challenges in our model building process.
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Table 2: Description of hourly precipitation for two randomly selected claims

Hour Example I Example II
1 −DZ BR
2 −RA BR
3 −RA, TSRA BR
4 −RA, TSRA VCTS, −RA, BR
5 TS VCTS
6 −DZ, TS, −RA, TSRA TSRA, BR, +RA, SQ, VCTS, −RA
7 −RA, TSRA, BR −RA, VCTS, TSRA
8 −RA, BR, TSRA −RA, TSRA
9 −RA TS
10 VCTS, −RA, BR
11 −RA, TSRA, TSGR, BR
12 −RA, TSRA, BR TS, −RA, TSRA, BR, +RA, FG
13 VCTS, −RA, BR
14 VCTS, −RA, TSRA, BR, +RA
15 +GR, TSGR, +RA, TSRA, BR, VCTS, RA
16 TSRA, BR, −RA
17
18
19 −RA, TSRA
20 −RA, TSRA TS, +RA, TSRA, BR
21 +FC, −RA, TSRA, BR +RA, TSRA, BR, −RA
22 −RA, BR
23
24
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4 Methodology

We propose a network-based deep learning method to predict the distribution of insured

losses for individual claims. For a given insurance claim, let random variable Y denote the

amount of insured losses and vector x summarize all triaging variables for the claim. Note

that we use x as a generic notation to denote all types of feature information, be it a numeric

or categorical variable, a time series sequence, or a text description.

Without loss of generality, we assume that Y is semicontinuous in that its distribution

has a probability mass at zero and a dense component for the positive values. This offers

extra flexibility to accommodate claims that are denied for coverage as illustrated in Figure

1. To account for the fraction of zeros, we consider a two-part modeling framework for Y as:

F (y|x) = Pr(Y ≤ y|x) = p(x) + (1 − p(x))G(y|x). (1)

where 0 < p(x) < 1 is the probability of zero payment and Gi(·|x) is a distribution func-

tion defined on (0,+∞) conditional on x. The two-part framework is often used to model

frequency and severity of insurance claims in actuarial statistics literature and health care

utilization in health economics literature (see Frees (2014)).

As discussed in Section 3, there are three major challenges in the predictive modeling of

insured losses: (1) the multiple modes and heavy tails in the distribution of claim severity; (2)

the time series of measurements of weather variables on irregular grids; (3) the unbalanced

sequence of text description of precipitation. The standard neural network model is not ready

to handle the complex data forms in our study. To address above challenges, we propose a

novel network structure with a graphical representation of its input-output relation shown

in Figure 4. The method encompasses several key components: a mixture network module

is designed to provide flexibility in the predictive distribution of insured losses; a recurrent

network captures the temporal relation in the temporal sequence of weather measurements;

and a self-attention module is used to incorporate text descriptors for precipitation. Fig-
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ure 4 shows how the three modules are integrated in the proposed deep learning method.

We will provide detailed discussion of these components in the subsequent three subsec-

tions respectively. In addition, the inputs of the deep learning method contain conventional

triaging variables which could be either numeric or categorical. Examples are property or

policy characteristics as reported in Table 1. We employ categorical embedding to process

static information (in format of categorical variables) and fuse them with outputs from the

recurrent network and attention model to form inputs to the mixture network.

Figure 4: Graphical representation of the input-output relation in the proposed deep learning
method.

4.1 Mixture Neural Network

To account for the multimodal and long-tailed feature in the loss distribution, we propose

a mixture density network based on the generalized gamma distribution to formulate the

component G(·|x) in two-part model (1). The mixture density network is motivated by

the finite mixture models that provide approximations for multimodal distributions and are

often applied to data originated from multiple latent classes (Titterington et al. (1985) and
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McLachlan and Peel (2000)). The class of mixture models has been adapted to the regression

setting, including both standard linear models (DeSarbo and Cron (1988)) and generalized

linear models (Wedel and DeSarbo (1995)). Finite mixture models also serve as the basis for

the Gaussian mixture networks (see, for example, Bishop (2006) and Viroli and McLachlan

(2019)).

The probability distribution in the mixture network is represented as a linear combination

of kernel functions in the form:

G(y|x) =
K∑
k=1

πk(x)Gk(y|x), (2)

πk(x) ≥ 0 for k ∈ {1, . . . , K},
K∑
k=1

πk(x) = 1

where K is the number of mixing components, Gk(·|x) is the distribution function for the kth

component, and πk(x) is the corresponding mixing weight. We further assume a generalized

gamma model for Gk with the probability density parameterized as:

gk(y|xi) =
λλk
k

σk(x)Γ(λk)
√
λky

exp
{

sign(qk)
√
λkuk(x) − λ exp(qkuk(x))

}
, (3)

λk = |qk|−2, uk(x) = (ln(y) − ηk(x))/σk(x)

where ηk is the location parameter, σk > 0 is the scale parameter, and qk is the shape

parameter. To account for observed heterogeneity among claim severity, we assume that

both location and scale parameters are functions of input variables, while treating shape

parameter as a constant. The generalized gamma distribution nests several well-known

heavy-tailed distributions as special cases including the standard gamma, lognormal, and

Weibull. Because of its flexibility, the generalized gamma regression has been used to model

insurance claim amount (Shi (2014)) and health care expenditure (Manning et al. (2005)).

We estimate πk(x), ηk(x), and σk(x) in the mixture model using a deep neural network

which takes x as its input (Goodfellow et al. (2016)). The neural network element of the
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mixture density model can be any feedforward structure with universal approximation ca-

pabilities. We employ a deep feed-forward network with the vector of outputs taking the

form:

u(x) = hL(WL, hL−1(WL−1, · · · , h1(W1,x) · · · )) (4)

where L is the number of hidden layers and {Wl : l = 1, . . . , L} is a set of weight matrices.

Expression (4) is evaluated recursively from the first to the last hidden layer in the neural

network, i.e. ul = hl(Wl,ul−1) for l = 1, . . . , L by setting u0 = x and u(x) = uL. The

function hl(Wl,ul−1) is assumed to be of form hl(Wl,ul−1) = hl(αl + W ′
lul−1), where

hl is known as activation and αl is known as bias. Define π(x) = (π1(x), . . . , πK(x))′,

η(x) = (η1(x), . . . , ηK(x))′, and σ(x) = (σ1(x), . . . , σK(x))′. The parameters in the mixture

of generalized gamma networks are then formulated as:


π(x) = softmax {απ + W ′

πu(x)}

η(x) = αη + W ′
ηu(x)

σ(x) = exp {ασ + W ′
σu(x)}

(5)

Finally, parameter p(x) in two-part model (1) is also learned using a feedforward neural

network. The output layer assumes:

p(x) = sigmoid{αp + v′(x)wp} (6)

where v(x) is the network output and is defined in a similar manner to (4). Note that

the two-part framework is by itself a degenerate mixture model. In principal, if one sets

v(x) = u(x) and allows p(x) to share hidden layers with parameters in mixture density

model (2), one would create a hierarchy in the mixture neural network. To balance model

complexity and interpretability, we train the feedforward network and the mixture density

network separately as indicated in Figure 4. By choosing an appropriate number of kernel
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functions in the mixture density network and a sufficiently large number of hidden layers in

all feedforward networks, the two-part framework is able to accurately approximate complex

distributions. In particular, the proposed method integrates the conventional neural network,

the generalized gamma distribution, and the finite mixture model, and thus offers great

flexibility to capture zero-inflation, heavy-tails, as well as unobserved heterogeneity in the

distribution of insured losses.

4.2 Incorporating Dynamic Weather Measurements

One challenge in the implementation of the mixture network is the weather dynamics that

are represented by time series of measurements on irregular grids. Such sequential inputs

cannot be handled by feedforward neural networks that consider only the current input and

cannot memorize previous inputs. The mixture density network introduced in Section 4.1 is

built upon feedforward networks, and thus it is not straightforward to directly feed weather

dynamics as its inputs. To address this issue, we employ a recurrent neural network with

a long short-term memory (LSTM) architecture. Recurrent neural networks capture the

dynamics in sequential data via cycles in network nodes, thus unlike standard feedforward

neural networks, they retain a state that can represent information from an arbitrarily long

context window. The central idea behind the LSTM architecture is a memory cell which can

maintain its state over time, and the non-linear gating units which regulate the information

flow into and out of the cell. In an LSTM model, a memory cell replaces each ordinary

node in hidden layers in the simple recurrent network to overcome the problem of vanishing

or exploding gradients. The original LSTM architecture was introduced by Hochreiter and

Schmidhuber (1997), and many improvements have been made to the original formulation

by recent studies. The LSTM has emerged as an effective and scalable model for learning

problems related to sequential data.

We adapt the LSTM recurrent neural network that incorporates improvements by Gers

et al. (2000) and Gers and Schmidhuber (2000). Consider the structure of one-layer. Denote
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by (x(1), . . . ,x(T )) the input sequence to the LSTM, where each data point x(t) is a real

valued vector measured at time t for t ∈ {1, . . . , T}. In this study, input x(t) represents the

vector of wind speed, wind direction, wind gust, and temperature at time t. Each memory

block in the LSTM features block input, three gates (input, forget, output), internal state,

and block output. The input node takes activations from the input layer at current time

step x(t) and from the hidden layer at the previous time step h(t−1), and runs the summed

weighted input through a tanh activation function to generate block input b(t). At the heart

of each memory cell is the internal state c(t) which is a node with a linear activation. The

internal state is updated via two gates, the input gate i(t) and the forget gate f (t). Both

gates are sigmoid units that take activations from the current data point x(t) and from the

hidden layer at previous time step. The input gate applies to the block input and the forget

gate allows the network to flush the contents of the internal state. The block output from

the memory cell is the value of the internal state multiplied by the output gate o(t) which

is defined in a similar way as the input and forget gates. To give the output of the memory

cell the same dynamic range as an ordinary hidden unit, one often lets the internal state run

through a tanh activation function. We summarize the computation in the LSTM model at

each time step on the forward pass as below:



b(t) = tanh
{
ab + W ′

bx
(t) + R′

bh
(t−1)

}
i(t) = sigmoid

{
ai + W ′

ix
(t) + R′

ih
(t−1)

}
f (t) = sigmoid

{
af + W ′

fx
(t) + R′

fh
(t−1)

}
c(t) = b(t) ⊙ i(t) + c(t−1) ⊙ f (t)

o(t) = sigmoid
{
ao + W ′

ox
(t) + R′

oh
(t−1)

}
h(t) = tanh

(
c(t)

)
⊙ o(t)

(7)

where ⊙ is pointwise multiplication, α denotes bias weight, and W and R are input and

recurrent weights respectively.
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4.3 Incorporating Dynamic Weather Descriptors

Another challenge in the implementation of the mixture network is the nature of the text

description of precipitation associated with each claim. Recall that precipitation at a given

time point is represented by a vector of words. Unlike other weather variables, precipitation

is not a real valued variable, and furthermore, the length of the vector varies by time.

Therefore, precipitation cannot be directly treated as a sequence input to a LSTM network

as described in Section 4.2. One has to transform the sequence of precipitation to a sequence

of equal-length vectors so as to feed them into a LSTM along with other weather dynamics.

We consider the state-of-the-art self-attention model that relates different positions of a

single sequence in order to compute a representation of the sequence. Attention allows

modeling of dependencies between two arbitrary positions without regard to their distance

in the sequence, and thus reduces the path length between any two positions and the number

of sequential operations (see, for instance, Cho et al. (2014), Sutskever et al. (2014), and

Vaswani et al. (2017)).

We propose a novel self-attention mechanism to prepare the dynamic weather descriptors

as a sequence input to a LSTM. The attention model has three components: query, keys,

and values. Their relation can be described as a mapping from the query and key-value pair

to an output, where the output is computed as a weighted sum of values with the weight

assigned to each value determined by the query and the corresponding key. Specifically, for

a vector of J items, let {xj ∈ Rd : j = 1, . . . , J} be the mapped equal-length sequence of

continuous representation from the input sequence of symbol representations. In our context,

the input vector is the sequence of J precipitation descriptors at a given time for a claim,

and xj is the numeric representation for the jth descriptor of the precipitation. Note that

J varies over time during the loss event day for a given claim. Define the matrix of key

vectors K = (k1, . . . ,kJ) with kj ∈ Rdk and the matrix of value vectors V = (v1, . . . ,vJ)

with vj ∈ Rdv , where dk and dv are the dimensions of the key and value vectors respectively.

Denote by q = (q1, . . . , qdk)′ the query vector. The first step is to derive the vector of
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attention scores. We consider the most popular form known as the scaled dot-product

attention function computed as (Vaswani et al. (2017)):

b =
q′K√
dk

(8)

where the division by
√
dk is an element-wise calculation. Other examples of attention scores

discussed in early literature include the additive score (Bahdanau et al. (2015)) and the dot-

product score (Luong et al. (2015)). The second step is to normalize the attention scores to

obtain the weight vector using a softmax function:

aj =
exp {bj}∑J
j=1 exp {bj}

(9)

where bj is the jth element in vector b. Denote a = (a1, . . . , aJ)′. The last step is to compute

the output of the attention mechanism using:

x∗ = V a =
J∑

j=1

ajvj. (10)

In self-attention, the attention scores for precipitation descriptors are learned using the

weather data themselves, i.e. transformed covariates. We consider a general formulation as:

K = WkX
′ + αkI (11)

V = WvX
′ + αvI (12)

with X = (x1, . . . ,xJ)′, Wk and Wv are the weight matrices for key and value respectively,

and αk and αv are associated biases. A special case of our model is to use the numeric

representation of weather descriptors for each precipitation type as keys and values in the

attention model, i.e., kj = vj = xj for j ∈ {1, . . . , J} (see Farbmacher et al. (2020)).
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4.4 Network Learning

Deep neural network models are typically trained by minimizing a loss function that mea-

sures the discrepancy between the data and the model. For instance, standard loss functions

for regression and classification problems are the mean squared error and the cross-entropy

respectively. For the proposed generalized gamma mixture network, we define the loss func-

tion as the log likelihood of the observed data. Let θ denote the vector of parameters of the

model and {(yi,xi) : i ∈ {1, . . . , n}} summarize the observed data. The contribution to the

likelihood by the ith data point is:

Li(θ) =


p(xi) yi = 0

(1 − p(xi))
K∑
k=1

gi,k(yi|xi) yi > 0
(13)

where p(xi) is evaluated using (6) and gi,k(yi|xi) is computed using (3). Thus the total log

likelihood can be represented as:

l(θ) =
n∑

i=1

lnLi(θ)

=
∑
yi=0

ln p(xi) +
∑
yi>0

ln{1 − p(xi)} +
∑
yi>0

ln

{
K∑
k=1

gi,k(yi|xi)

}
(14)

In general, we specify the rectified linear unit (ReLu) activation function in hidden layers

of the deep neural network because of its sparse representation (Glorot et al. (2011)). The

stochastic gradient descent is the general algorithm to solve the optimization where the

gradient is computed via backpropagation (Rumelhart et al. (1986)). We implement the

model in TensorFlow and use the Adam optimizer for model training. The process is iterative

and in each iteration parameters are updated using only a random subset, or mini-batch, of

the training data, and the learning rate for each parameter is computed using the adaptive

moment estimation (Kingma and Ba (2014)). Fitting a neural network may require many

epochs (i.e., complete passes) through the entire training data. Hyperparameters such as
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the batch size and the number of hidden units are selected from a grid of values based on

validation and cross-validation.

5 Empirical Analysis

We use the proposed deep learning method to analyze the hail damage property insurance

claims data while taking into account of weather dynamics in claims triage. We split the

data into a training set and a hold-out set. The training data contain 75% of observations

for model development, and the hold-out data is used to evaluate predictive performance

and model comparison. Details on in-sample and out-of-sample performance of the trained

model are summarized in Supplement.

We hypothesize that weather dynamics enhance the insurer’s predictive accuracy and

reduce the predictive uncertainty of insured losses in claims management. To test this

hypothesis, we compare the hold-out sample prediction performance of three alternative

models. All three models follow the two-part formulation with a mixture density network

of generalized gamma distributions. However, they are different in terms of the weather

information fed into the network and the architecture that accommodates the network inputs.

Below we briefly describe the three models:

• Model I (No Weather): This model only uses the traditional triaging variables for

sorting claims and thus does not taking into account any weather information in the

prediction. Because of the absence of dynamic weather data, standard feedforward

networks are employed as building blocks in the two-part model.

• Model II (Static Weather): In this scenario, one constructs static weather summaries

as inputs for the neural networks in the model. A static weather summary is defined as

a single measurement of a weather variable associated with a reported claim. Examples

are average temperature and maximum wind speed during the occurrence of the loss

event. This model does not account for the dynamics of weather conditions. As in the
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first model, only feedforward networks are used in the formulation.

• Model III (Dynamic Weather): In the proposed model, we explicitly incorporate

weather dynamics in the network structure. The dynamic weather data are fed into a

recurrent neural network where the weather descriptors are processed through a self-

attention mechanism. The learned features are then fused with static triaging variables

to predict the insured losses of reported claims.

We consider two sets of comparisons to evaluate the predictive performance of the three

candidate models. The first comparison is based on point forecasts. Figure 5 provides a

pairwise comparison between the predicted claim amounts using dynamic weather data and

the two nested cases where no weather and static weather information are employed respec-

tively. The prediction in log scale exhibits positive correlation yet significant heterogeneity

across three models. In addition, it is noticeable that predictions using dynamic weather

is closer to those using static weather than those without using any weather information,

which foreshadows the impact of weather data on prediction. To perform a formal test on

the predictive power of weather information, we employ the Gini statistic proposed in Frees

et al. (2011). The predictions without weather data and with static weather data are used

as base respectively, and the forecast with weather dynamics is used to challenge the base.

The resulting Gini statistics and the corresponding standard errors are reported in Table

3. In the first test, the large statistic of 11.93 (relative to the standard error) rejects the

null hypothesis and suggests significant predictive power of weather information. However,

the test does not provide evidence on the benefit of weather dynamics. In the second test,

we compare the forecasts of claim amounts using dynamic weather data and those using

static weather data. Though the Gini statistic is as anticipated smaller, the result indicates

additional lift in forecasting when the dynamics of weather conditions are appropriately

incorporated into prediction.

The second comparison is based on probabilistic forecasts. In this context, one empha-

sizes the fact that the interest of prediction is a random quantity and thus looks to the
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Figure 5: Hold-out sample comparison of point forecast of insured losses using dynamic
weather data and the prediction with no weather and static weather information.

predictive distribution instead of a point forecast for each individual claim. Illustrations of

the predictive distribution of insured losses are found in Supplement. We employ the ranked

probability score (see Gneiting and Raftery (2007)) to compare the probabilistic forecasts

from the three candidate models. The hypothesis of equal forecast performance is examined

using the Diebold-Mariano tests (Diebold and Mariano (2002)). The test statistics and the

corresponding p values are shown in Table 3. The ranked probability score is negatively

oriented, and the negative test statistics indicate the superior forecasts from the model using

weather dynamics. The first test rejects the null hypothesis of equal forecast performance

between the models without weather data and with dynamic weather data, the second test

rejects the null hypothesis of equal forecast performance between the models with static

weather data and with dynamic weather data. The improvement in prediction in the second

test is smaller than the first one. Consistent with the point prediction, the Diebold-Mariano

tests show that the weather information, in particular, weather dynamics, significantly im-

proves the prediction accuracy for insurance claims due to weather perils.
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Table 3: Hold-out comparison for point and probabilistic forecasts of insured losses

Point Forecast Probabilistic Forecast
Gini S.E. Diebold–Mariano p-value

No Weather 11.925 0.524 -13.836 < 0.001
Static Weather 7.522 0.543 -7.472 < 0.001

6 Managerial Implications

We propose a cost-conscious decision-making strategy for insurers to triage claims using the

output from the proposed deep learning method. In this application, the insurer is to sort

claims into a set of classes according to the amount of losses of each claim. Presumably the

number of classes are pre-determined based on the profile of the insurer’s claim adjustment

personnel including their capacity, cost, and expertise. Without loss of generality, we assume

that there are two types of claim adjusters, inexperienced and seasoned, and it is cost

effective for inexperienced adjusters to handle small claims and seasoned adjusters to handle

large claims. Define the sets of small and large claims as Cs = {y : y ∈ [0, c])} and

Cl = {y : y ∈ (c,+∞)} respectively, where y denote the loss amount of a claim and c is

fixed and known. Following the rationale discussed in Section 2, the insurer should assign a

claim to an inexperienced adjuster if the claim amount is smaller than c, and to a seasoned

adjuster if the claim amount is greater than c.

The above decision rule reflects the ideal scenario where the insurer can perfectly predict

the claim amount. In reality, the forecast is probabilistic and is provided in the form of a

predictive distribution. Without the information on the exact amount of a claim, the insurer

sorts the claim according to the likelihood that it falls into each class. Let (x, y) denote

a claim where x summarizes the triaging variables and y is the claim amount that is not

observable at the time of triage. The probabilities that a claim belongs to classes Cs and

Cl are denoted as δ(x) and 1 − δ(x) respectively, and can be calculated from the predictive

distribution using δ(x) = F (c|x, θ̂). The insurer sorts the claim based on a threshold δ

such that the claim is assigned to an inexperienced adjuster if δ(x) > δ and otherwise to
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a seasoned adjuster. We propose a cost-conscious approach to determine the threshold.

Specifically, using a portfolio of claims {(xi, yi) : i = 1, . . . , n}, the insurer solves for the

optimal δ∗ by minimizing the average cost of the missclassification. Given a threshold δ,

define index sets As(δ) = {i ∈ {1, · · · , n} : δ(xi) > δ; yi > c} and Al(δ) = {i ∈ {1, · · · , n} :

δ(xi) ≤ δ; yi ≤ c}. Denote by ds and dl the costs for a claim being missclassified into classes

Cs and Cl respectively. A cost curve refers to the average misclassification cost per claim as

a function of classification threshold, which is expressed as

C(δ) =
1

n

n∑
i=1

{
ds1As(δ)(i) + dl1Al(δ)(i)

}
(15)

where 1A(·) is the indicator function. The optimal threshold is determined by:

δ∗ = arg min
δ

C(δ) subject to 0 ≤ δ ≤ 1. (16)

In our application, we define claims below ten thousand dollars as small claims, i.e.

c = 10, 000. The cost curve is derived using the portfolio of insurance claims in the training

data. To be more specific, we calculate the predictive probabilities of being a small claim for

all claims, and based on which, we assign an appropriate adjuster to each claim at a given

classification threshold. Then we calculate the average misclassification cost per claim based

on the actual loss amount of these claims. The cost curve is constructed by repeating the

process for a grid of threshold values. The resulting cost curves are presented in Figure 6.

In the left panel, we consider three special scenarios. The blue dashed line assumes ds = 1

and dl = 0, i.e., there is only cost associated with claims misclassified into class Cs. As

anticipated, the cost curve is monotonically decreasing, because as the threshold increases,

one sorts more claims, be them small or large, into the large-claim class. In contrast, the

red dashed line assumes ds = 0 and dl = 1, i.e., there is only cost associated with claims

misclassified into class Cl. Intuitively, sorting more claims into the small-claim class reduces

the cost for misclassifying them into the large-claim class, and thus the misclassification cost
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decreases as the threshold decreases. The black solid curve is obtained under the setting

ds = dl = 1, assuming that misclassifying a claim into small and large claim classes are

equally penalized. When combining the two types of misclassification, the cost curve is

U -shaped, and the optimal threshold corresponds to minimum point of the curve.

Apparently one expects that the shape of the cost curve depends on whether misclas-

sifying a claim into Cs or Cl is more costly. For this purpose, we define cost relativity as

α = ds/dl, and exhibit the cost curves for selected values of cost relativity in the right panel

of Figure 6. When misclassifying a claim into the small-claim class is more costly than

into the large-claim class, one tends to sort more claims into the large-claim class, which is

achieved by a larger classification threshold. As one observes, the minimum of the cost curve

moves from left to right when the cost relativity becomes larger.
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Figure 6: Misclassification cost curve as a function of classification threshold. The left
panel shows the cost curves for three settings, (ds = 1, dl = 0), (ds = 0, dl = 1), and
(ds = dl = 1). The right panel shows the cost curves for selected values of cost relativity
α = (1/4, 1/2, 1, 2, 4).

Finally, we evaluate the cost saving due to leveraging dynamic weather information in

insurance claims triaging. We consider the three models discussed in Section 5: the deep

mixture networks without weather information, with static weather summaries, and with

weather dynamics. For each model, we obtain the optimal decision threshold using the

27



claims in the training data and compute the misclassification cost for the claims in the

hold-out sample. Specifically, we solve for the optimal decision threshold by minimizing

the misclassification cost for a wide range of cost relativities. Figure 7 reports the optimal

classification threshold at various values of cost relativity for the three models. Consistent

patterns are observed across the three models: the optimal decision threshold increases

as the cost relativity increases which leads to a fewer number of large claims missorted

into the small-claim class and thus reduces the overall misclassification cost. Despite the

similarity, there are discernable differences in the optimal threshold among the three cases.

For illustration purposes, we visualize the optimal threshold in the plots at selected cost

relativities α = 1/4, 1, 4. For instance, when the cost of misclassification into the large-

claim class is four times the cost of misclassification into the small-claim class (α = 1/4),

the optimal thresholds are 0.19, 0.22, and 0.23 respectively had the insurer employed the

deep neural networks without weather information, with static weather summaries, and with

weather dynamics.

The misclassification cost for the portfolio of claims in the hold-out sample is calculated

in a similar way it is computed for the claims in the training sample. We first estimate

the likelihood of being in the small-claim class for each claim, and sort claims into either

the small-claim or large-clam class according to the optimal classification threshold derived

from the training data. We then compute the average misclassification cost per claim for the

portfolio given the actual claim amounts in the hold-out sample. This process is repeated

for the three deep neural networks with difference levels of weather information, and for

each model, the misclassification cost for the portfolio of claims in the hold-out sample is

calculated for the grid of cost relativity shown in Figure 7. At each cost relativity, we

compare the misclassification cost using the model with dynamic weather information to

the models without any weather information and with only static weather information. We

calculate the percentage cost reduction due to the employment of weather dynamics in claims

triage, and summarize the percentiles of the cost reduction across various cost relativities in

28



0 10 20 30 40

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

No Weather

Relativity

T
hr

es
ho

ld

Relativity = 1/4, Threshold = 0.19
Relativity = 1, Threshold = 0.50
Relativity = 4, Threshold = 0.82

0 10 20 30 40

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Static Weather

Relativity

T
hr

es
ho

ld

Relativity = 1/4, Threshold = 0.22
Relativity = 1, Threshold = 0.53
Relativity = 4, Threshold = 0.79

0 10 20 30 40

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Dynamic Weather

Relativity

T
hr

es
ho

ld

Relativity = 1/4, Threshold = 0.23
Relativity = 1, Threshold = 0.51
Relativity = 4, Threshold = 0.78

Figure 7: Optimal decision threshold as a function of cost relativity for the deep mixture
networks without weather information, with static weather summaries, and with weather
dynamics, respectively.
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Table 4: Cost reduction in percentage due to weather dynamics

Percentiles
Minimum 10th 25th 50th 75th 90th Maximum

No Weather 2.16% 3.58% 5.18% 6.39% 7.36% 7.94% 9.77%
Static Weather 2.01% 3.44% 4.24% 4.65% 5.52% 6.82% 8.19%

Table 4. The results suggest that switching to the predictive model with weather dynamics

from the predictions without weather information leads to a higher cost reduction than

from the predictions with static weather information. This observation is in line with our

anticipation that weather information is predictive of the claim amount after accounting for

the traditional triaging variables. In particular, we observe that the insurer, by leveraging

weather dynamics, looks to a cost saving ranging from 2.16% to 9.77% if the current practice

does not take into account of any weather conditions during the loss event, and from 2.01% to

8.19% if weather conditions are currently incorporated in claims triaging in a static manner.

Overall, we conclude that weather information is valuable to the practice of claims triaging

in property insurance, and such value can be best identified when weather dynamics are

suitably accounted for in the predictive model.

7 Concluding Remarks

Triage is a widely used practice to sort overabundance of tasks in various operations within

organizations. In this paper, we examined the claims triaging problem in insurance industry

where decisions are based on the probabilistic forecasts of the insured losses for reported

claims. We investigated the effects of weather dynamics on the prediction of claim severity

and its managerial implications for the claims management operation. The task was not

straightforward because weather dynamics are longitudinal measurements that carry inherent

order, could be highly unbalanced, and contain unstructured text. What made the task even

more complicated is the distributional characteristics of insurance claims. We tackled the

problem by introducing a deep learning approach that accommodates the data characteristics
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with a mixture model, a recurrent network, and a self-attention mechanism. The proposed

method has some advantages over standard statistical learning methods. First, it emphasizes

the predictive distribution rather than the point prediction for the outcome, which suits well

the purpose of claims triage; Second, it provides a framework to incorporate longitudinal

predictors along with static predictors in the regression for cross-sectional outcomes; Third,

it allows for features of different types including both structured and unstructured in a

dynamic setting for prediction tasks.

To provide empirical evidence on the effects of weather dynamics, we analyzed a propri-

etary dataset of a large portfolio of hail damage property insurance claims obtained from a

major U.S. insurer. Our empirical strategy compared the forecasts and the subsequent de-

cisions using the predictive distributions derived from three scenarios: without any weather

information, with only static weather information, and lastly with dynamic weather infor-

mation. We have demonstrated that weather dynamics not only significantly improve the

out-of-sample prediction from the statistical point of view, but also enhance the operation

of claims triage from the economic point of view. In doing so, we have designed a cost-

conscious decision rule for sorting claims into different classes, where the optimal threshold

was determined by the predictive distribution and the cost relativity of misclassification. We

have showed that the use of weather dynamics in claims triage led to a significant reduction

in operational costs when compared with the practice without weather data and with only

static weather data. The results have two implications: first, weather information has sig-

nificant predictive power for the insured losses; second, additional lift in prediction can be

obtained through the dynamics of weather information. We conclude that the weather dy-

namics, when appropriately accounted for, improves the decision making in insurance claims

management substantially.

Lastly, we anticipate that the proposed learning model has broader applications given that

longitudinal predictors, in particular the intensively collected sequential data, are becoming

more accessible due to technology advances. For instance, leveraging dynamic weather data
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in predictive models is expected to enhance catastrophe management and aviation opera-

tions.
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Supplement

S.1 Description of Precipitation

The table below provides the description of abbreviations used for precipitation types. Each

precipitation abbreviation is constructed by joining a notation in column (1) and/or column

(2) with a notation in column (3) in the table. Consider two examples in Table 2, “−RA”

stands for light rain, and “TSRA” stands for moderate thunderstorm rain. One exception is

“TS” in that it will be treated as a weather phenomenon in column (3) when a thunderstorm

occurs without any precipitation.

Table S.1: Notations for Precipitation

Intensity or proximity Descriptor Precipitation
(1) (2) (3)

Notation Description Notation Description Notation Description
+ Heavy SH Showers BR Mist (> 5/8 sm)
− Light TS Thunderstorm DZ Drizzle
(No Symbol) Moderate FC Funnel Cloud
VC In vicinity FG Fog (< 5/8 sm)

HZ Haze
GR Hail (> 1/4 inch)
GS Small hail and/or

snow pellets (< 1/4 inch)
RA Rain
SN Snow
SQ Squalls
UP Unknown precipitation

Table S.2 exhibits the precipitation type observed in our data and the frequency in

percentage. As anticipated, hail is most likely to occur along with rain and thunderstorms.

S.2 Estimation and Prediction

To visualize the heterogeneity in model parameters, we compute the estimated parameters

in distribution (1) for each individual claim. Figure S.1 exhibits the violin plot of estimated

parameters for the training sample. The first panel presents the probability of zero payment
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Table S.2: Frequency of Precipitation

Notation Percentage Notation Percentage Notation Percentage
−RA 26.099 HZ 1.524 UP 0.034

BR 20.371 −DZ 0.572 TSBR 0.022
TSRA 19.762 SQ 0.547 TSDZ 0.019
+RA 8.039 TSGS 0.245 DZ 0.010

VCTS 7.600 +GS 0.215 TSUP 0.010
TS 5.162 VCRA 0.204 SHRA 0.009

TSGR 3.694 +FC 0.201 VCDZ 0.006
FG 2.151 −GR 0.095 TSHZ 0.004

+GR 1.689 −SN 0.041 VCHZ 0.004
RA 1.631 TSSN 0.040

for a claim with an average of 17% across all claims, which is consistent with the sample

average of 18% zero-payment claims. In the final trained model, there are two components of

generalized gamma distribution in the mixture density network. The second and third panels

summarize the parameters for each component and the associated mixing weight. The first

component has a smaller location parameter but a larger scale parameter than the second

component. Because of the dominant effect of the location parameter, the resulting expected

loss amount from the first component is lower than that from the second component. For

easy discussion below, we view the two components as the latent classes of small and large

claims respectively.

To obtain more insights on the heterogeneity among individual claims, we exhibit in Table

S.3 rank correlations among the vector of key parameters (p(x), π1(x), µ1(x), π2(x), µ2(x), µ(x)),

where µk(x) is the mean of the kth generalized gamma network and µ(x) =
∑2

k=1 πk(x)µk(x).

Interestingly, we observe negative relationship between p and µ, which suggests that the lower

cost of a given claim is due to both the higher likelihood of zero payment and the smaller

payment amount given the trigger of coverage. Such negative relationship can be further

attributed to several sources. First, if a claim has a higher chance of positive payment, the

amount of payment is more likely from the latent class of large claims; Second, the odds of

a zero-payment claim is negatively correlated with the expected claim sizes of both latent
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Figure S.1: Violin plots of estimated model parameters in the two-part model.

Table S.3: Rank correlations among estimated model parameters in the two-part model.

Spearman’s rho
p π1 µ1 π2 µ2 µ

p 0.235 -0.273 -0.235 -0.219 -0.248
π1 0.158 -0.779 -1.000 -0.382 -0.544

Kendall’s tau µ1 -0.185 -0.598 0.779 0.833 0.930
π2 -0.158 -1.000 0.598 0.382 0.544
µ2 -0.148 -0.273 0.673 0.273 0.971
µ1 -0.168 -0.396 0.795 0.396 0.877

classes. Third, the expected claim sizes from the two latent classes exhibit strong positive

dependence, implying that a small claim tends to result from a mixture of latent classes,

regardless of small or large claims, with lower expected losses, and vice versa.

Recall that the distribution of the insured losses features zero inflation, multiple peaks,

and heavy tails. We first examine whether the learned two-part model captures these complex

distributional features of the observed claims. We evaluate the theoretical and empirical

quantiles of the normal scores of the Cox-Snell residuals where the residuals are calculated

using the generalized probability integral transform to accommodate the probability mass

at zero. For benchmarking purposes, we also train a two-part model based on the gamma

distribution instead of the finite mixture of generalized gamma distributions. The gamma
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network mimics the gamma generalized linear model that is viewed as the standard practice

for claims severity modeling by practitioners. The resulting qq-plots for both models are

presented in Figure S.2. In the left panel of gamma model, one observes that the discrepancy

between the theoretical and empirical quantiles occurs at both the center of the distribution

and the right tail, where the former is due to the multiple modes and the latter is due to the

skewness and heavy tails in the claims data. In the right panel, the theoretical quantiles are

more consistent with the empirical ones, suggesting that the finite mixture of generalized

gamma distributions captures the data features well and significantly improves the model

goodness-of-fit from the standard gamma distribution.
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Figure S.2: Normal qq-plots of the Cox-Snell residuals from trained deep neural networks.
The left panel is based on the gamma generalized linear model, and the right panel is based
on the mixture of generalized gamma distributions.

The above analysis provides evidence of goodness-of-fit of the model for the training

data. We further perform out-of-sample analysis to assess model performance. From the

learned network, we obtain the predictive distribution for each individual claim in the test

set. Specifically, let Yi, i ∈ {1, . . . , ntest}, be the insured losses for the ith claim in the
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hold-out data. The predictive distribution for Yi is given by:

Fi(y|xi; θ̂) = p(xi; θ̂) + (1 − p(xi; θ̂))G(y|xi; θ̂), (S.1)

where vector θ̂ contains the estimated parameters of the two-part model. As an illustration,

we exhibit in Figure S.3 the predictive distribution for three claims that correspond to the

10th, 50th, and 90th sample percentiles of the insured losses. The realized values of the

insured losses for the three claims are indicated by vertical lines in the figure. For each

individual claim in the hold-out sample, one could calculate the percentile of the realized

value using the corresponding predictive distribution. For instance, the actual insured losses

for the three claims in Figure S.3 correspond to the 24th, 60th, and 75th percentiles of their

predictive distributions respectively. The out-of-sample performance of the model can be

evaluated based on the percentiles of all claims in the validation set. Specifically, we employ

a uniform test to assess the out-of-sample performance of the proposed method. Consider the

randomized probability integral transformation (PIT) defined by (see Rüschendorf (2009)):

Ui = Fi(Yi|xi; θ̂) − Vi(Fi(Yi|xi; θ̂) − Fi(Y
−
i |xi; θ̂)) (S.2)

where Vi are i.i.d. uniform random variables on [0, 1]. Denote by ui the realized value

of Ui given the realization of Yi. The validity of the predictive model can be empirically

tested by examining whether {ui : i = 1, . . . , ntest} is a random sample from the uniform

distribution. The supporting results are presented in Figure S.4. The left panel shows the

histogram of ui and the uniformity indicates a well calibrated predictive distribution from

the mixture neural network. For comparison, we show in the right panel the histogram of

ui based on the gamma generalized linear model. As anticipated, the histogram suggests

serious model misspecification. One could perform a formal statistical test. For example, the

Kolmogorov-Smirnov statistics for a uniform distribution are 0.009 and 0.093 respectively.
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Figure S.3: Predictive distribution of insured losses for three representative claims.
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Figure S.4: Histogram of the out-of-sample PIT from the deep neural networks. The left
panel is based on the mixture of generalized gamma distributions, and the right panel is
based on the gamma generalized linear model.
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