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Inspired by the theme of ‘Brassed Off’, smaller collective efforts build to more profound statements.

Big Data/Data Analytics Working Party - Terms of Reference
1.
2.
3.

To better understand the current data analytic trends and the likely future direction(s) thereof.
To have pointers and references to useful resources to enable and advance current practices.
To improve and appreciate why these references help (possibly with reference to case studies), ideally
from the insurance world but more probably from other sectors to inspire further application in P&C,
general insurance and non-life insurance.
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1. Background
The internet has changed and continues to change the way we engage with the tangible world. The resulting
change in communication platforms, commercial trade and social interactions make the world smaller and the
data bigger. Whilst the fundamentals of analyzing data have not changed, our approach to collating and
understanding data, creating accessible and useful information, developing skill sets and ultimately
transforming huge and ever-growing repositories of data into actionable insights for our employers,
shareholders and our communities more generally has entered a new paradigm.
As a corollary, this has made the fundamentals of data processing, modeling techniques and aligning business
structures accordingly more important – no longer can existing approaches suffice – we now face the
pressures of a faster moving world, blurring business lines which make customer-centricity surpass a siloed
product/service focus and challenges to the actuary being central to predictive modeling.
We too need to evolve, working intelligently with a wide cross-function of skill sets such as data experts, data
scientists, economists, statisticians, mathematicians, computer scientists and, so as to improve the
transformation of data to information to customer insights, behavioral experts. This is a necessary evolution
for actuaries and the profession to remain relevant in a high-tech business world.
This paper is a phase 1 germination project and starts lightly with commentary on key topics and emerging
trends.
The working party members have planted a seed which needs watering and the working party looks forward to
further input via phase 2, by crowd-sourcing more detailed and technical opinion via the wiki which ASTIN has
set up.
The terms of reference for the working party frame the sections in this phase 1 paper. The approach taken
was for working party members to contribute on particular sections and for all working party members to
review and edit the final draft. An exception relates to any aspects in the paper covering fraud prevention,
which the chair developed in isolation of the working party. The working party has no bias to any particular
business in the Big Data sector; some are mentioned only to the extent their material may have been relevant
to this phase 1 paper. The phase 2 wiki may lead to contributors referencing alternative vendors.
IQPC, in its note prepared for the Insight and Analytics for Insurance conference 1, summarized the importance
of Big Data for the insurance industry, which has no physical product and relies on data to correctly predict
and mitigate risk. IQPC goes on to reference the ‘Internet of Things’ as a cousin of Big Data and both of these
topics have evolving definitions. Wiki as at March 15, 2015 refers to Big Data as a broad term for data sets so
large or complex that traditional data processing applications are inadequate 2. To put these topics into some
3
context it is worth noting statistics about Big Data, such as :
Data captured and stored by industry doubles every year and 90%+ of all data in existence has been
created during the last 2 years. Most of this is unstructured data such as emails, tweets and videos - every
minute we send 204m emails, generate 1.8m Facebook likes, send 278k Tweets, up-load 200k photos to
Facebook and 100 hours of video to Youtube.
AT&T is thought to hold the world’s largest volume of data in one unique database – almost 2 trillion rows
of phone records. In 2015, there will be over 1.2 billion smart phones in the world and the amount of
devices connecting to the Internet (of Things) will rise from about 13 billion today to 50 billion by 2020.
Realistic applications of Big Data include better integration of big data analytics into healthcare, saving the
industry $300bn a year; predicting crimes before they happen – a “predictive policing” trial in California
was able to identify areas where crime will occur 3 times more accurately than existing methods of
forecasting (…automating Minority Report); and retailers increasing profitability by up to 60% with better
use of Big Data for customer engagement.
The Big Data industry is expected to grow from US$10b in 2013 to about US$54b by 2017, there will be job
creation beyond just the IT sector.
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2. Current and Future Trends
Market commentators4 summarize Big Data trends including apps using advanced and predictive analytics,
including machine learning, growing 65% faster than apps without such functionality as well as 50% of
consumers, by 2018, regularly interacting with services based on cognitive computing i.
Large organizations will become even more prolific consumers of external data and more organizations will
monetize data through sales or by providing value-added content. To cope with these changes, cloudcomputing will expand and hybrid onsite/offsite storage will become a requirement. Data platforms will also
need to evolve5, decision management platforms will expand in response to the need for great consistency
and knowledge retention in the decision making process.
To date most Big Data projects have failed and this could lead to more harmonization 2 data strategies6 - Big
Data for deep analytical insights using homogeneous data and distributed data for complex but understood
business challenges. For data analytics of all types, visualization tools will become increasingly popular and
relevant for understanding and even detecting insights7.
Analytics, machine learning and cognitive computing will replace functions of the knowledge worker and
automated decision-making will come of age in 20158. Due to both the data volumes and types (mostly
unstructured) and skills shortages there’ll be further evolution of supervised and unsupervised learning
methodsii; however, the sheer scale of analysis work will drive demand for analytical skill sets with an
estimated 100k+ deep analytical roles in the US alone and 5x as many roles for data management and
interpretation roles. So no Skynet going self-aware just yet Terminator fans, actually we are still some time
away from well-developed artificial intelligence, as much as quantum computing will revolutionize how we
process information9.
What does this mean for the financial services sectors in general and for the insurance sector in particular? No
industry will be left untouched by the impacts of Big Data and, with the democratization of data, experiential
wisdom will be less and less the specialty of any given domain10 - by way of recent example, the market is
awash with news of Google entering the insurance sector.
In the UK, where the digitization of insurance is already well advanced, insurers anticipate further digital
transformation with greater focus on customer experience and operational excellence. There is a keen interest
11
in data driven marketing using data enrichment techniques to enhance customer data . Omni-channel
12
distribution and multiple touch-points will further increase opportunities to collate more data about the
sales process, as well as customer management and communication process throughout the product lifecycle.
Opportunities between different lines of business will ebb and flow – for example, self-drive car technology
reducing accident frequency within personal lines and increasing commercial lines coverage requirements for
product and general liabilityiii.
The Internet of Things will provide risk measurement metrics previously unavailable, an obvious example being
the connected home and its implications for insuring structures and contents, for personal and commercial
lines. These developments, exciting and trendy as they may be, will take some years to develop. For
telematics, often referenced when considering Insurance Big Data, the existing ‘in force’ car populations will
be around for some time and many new car makes will roll off assembly lines with gradual safety-related
requirements for technological advancements13. The connected home as well, most probably like insurance
telematics, has some time to go before overcoming basic issues and becoming mainstream 14.
The gradual pace of evolution of these developments is beneficial for the insurance industry which currently
grapples with organizational orientation, data structuring and modeling decisions within the existing data
paradigm.

i
ii

for a fuller explanation of cognitive computing: http://en.wikipedia.org/wiki/Cognitive_computing
for more information about supervised and unsupervised learning: http://en.wikipedia.org/wiki/Unsupervised_learning
Most accidents occur due to distractions. https://seriousaccidents.com/legal-advice/top-causes-of-car-accidents/driver-distractions/

iii
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The rest of this paper addresses each of these areas in more detail and concludes with real-life case study
examples. Getting these core issues right becomes more business-critical to compete as we enter a phase of
Advanced, Pervasive and Invisible Analytics; Context-Rich Systems; Smart Machines; Cloud/Client Computing;
and Software-Defined Applications and Infrastructure 15.
The working party thinks of this paper as a basic phase 1 starting point and we hope more colleagues actuarial, data scientists and experts as well as other interested skill sets will build on this foundation as a
phase 2.

--------------------------------------------------------------------------------2A. Organizational Structures
The General Insurance / P&C Perspective
The General Insurance Industry is a big user of data in all different forms whether to make rating decisions or
determining the proper allocation of capital. Most general insurers tend to have multiple data and analytics
experts in the form of actuaries and business analysts who deep dive into the company’s raw and processed
data that may be big, requiring terabytes of storage, or complex, requiring hours of processing before the data
is suitable to perform an analysis. Having these large amounts of data and the analytics experts to undertake
complex analysis naturally puts general insurance companies in the right position to capitalize on the data
analytics revolution that has captured global attention.
The challenge most general insurance companies are facing when striving to fully capitalize on this revolution
is their ability to simplify complex analysis so that decision makers who aren’t analytics experts are able to use
analytics output to support their decision making process. The second challenge they may face is having the
right infrastructure to support the collection and storage of the large amounts of available data so it is easy to
validate and process into a form ready for analysis.
There is an ongoing risk of a gap between analytics input, output and its implementation in the organization’s
decision making. For the predictive modeler, specifically for the actuary in a general insurance company,
relevance hinges on delivering the right decision support to the right people at the right time. Pointing to data
analytics being effective holds value to key stakeholders if it provides the decision support to improve business
decisions.
The key focus items for the organization’s analytics structure to bridge potential gaps include:
1) The Process of Data Gathering: How data is gathered and stored, creating data warehouses to store
and create reliable pools of data to be used in the analysis process.
2) The Analytics Process: The skills necessary to build models and build the talent capacity in the
organization.
3) The Communication Process: How model results are communicated to the key decision makers.
4) IT’s Role: Specifically storage and processing of ever-increasing sizes of data sets17, more of which
continue to update in real-time. This includes trends towards cloud-hosted services18.
5) The Implementation of Model Results: How the organization implements results of modeling.
2A.1 Data Analytics
For any organization to buy into the Big Data revolution they must see the value it brings to the organization.
This value is garnered through providing the right decision support for senior executives. The organization
needs to then create an action item around the decisions analytics to support and then mobilize analytics to
create forward looking insights to make operational managerial and strategic decisions.
For a company to take full advantage of Big Data they must have a clear view on what they plan to accomplish.
What question is the initiative trying to answer and how is the organization going to implement results which
fit with its strategy19?
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For the general insurance company some of what it may want to accomplish could encompass better pricing
decisions, improving customer retention, growing market share and increasing shareholder returns. The
diagram below provides an ideal operating model for incorporating analytics into the decision making process.
The following is adapted from Accenture’s thoughts on ‘Building Analytics Driven Organizations’20.

Providing management with an issue to outcome approach to analytics creates buy in at the senior level which
is necessary for organizational commitment to the analytics vision. It is worth noting the core domain of
insurance predictive modelers, summarized as Data to Insights in the infographic above, makes up only 1 of
the 6 steps in this summary of Data for Information to Insights prior to assessing Outcomes.
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2A.2 Organizing & Governing Analytics
To be successful in the analytics journey a company must spend time organizing and determining the
governance of their analytics. There must be clear definition in the different roles and responsibilities within
the Analytics Organization. Analytics is generally organized in any of the following five structures:
2A.2.1 Decentralized Structure

The Decentralized Structure is seen in organizations that are just starting their analytics journey where
analytics is utilized on an adhoc basis for specific projects within a functional Unit. In this structure there is no
coordination of analytics activity. There may be just a few analysts and very little management support for
analytics activity. For example, a small general insurance underwriter just hiring an actuary and a statistician to
do pricing analysis and market research.
2A.2.2 Functional Structure

In the Functional Model analysts are located in the functions where the most analytical activity takes place.
Work is uncoordinated and driven by a functional agenda and not an enterprise agenda. For example,
actuaries located in the Marketing department where they focus on product development.
2A.2.3 Consulting

In the Consulting Model, analysts work together in a central group but act as consultants to business units.
There isn’t necessarily alignment with the organizational objectives and work is done on a first come first serve
basis.
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2A.2.4 Centralized

In the Centralized Model analysts are in a central group serving a variety of functions working on diverse
projects for the different business units. In this model analytics projects are coordinated from a Central Unit so
they are able to set the analytical direction of the organization prioritizing projects and meeting strategic
business goals. This model builds stronger ownership and accountability for analytics projects. For example, an
organization that has a C-suite executive coordinating analytic activities. This model is starting to develop with
the prominence of the Chief Analytics Officer (CAO) role becoming more established in many organizations.
2A.2.5 Centre of Excellence

The Centre of Excellence is for the most analytically mature organization that has large scale analytic teams in
different business units that want the benefit of analytics coordinated with the enterprise objectives.
Determining the Right Business Model
In determining the right model the organizations analytic maturity is critical. As the organizations maturity
changes the organization may choose to change its organizational model. The organization‘s analytical
maturity is determined by:
1) How aligned is analytics with the organizations priorities and objectives
2) How mature are the companies‘ analytical capabilities
3) The demand for analytical output
Organizations will need to focus on the Organizational Model if they want to attract, develop and retain top
analytical talent which is in scarce supply.

---------------------------------------------------------------------------------
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2B. Common Data Language
Having decided on an organizational structure, the goal of data analytics is simple: to extract business value
from available data. This occurs in a wide variety of contexts, such as pricing, reserving, risk or marketing. Data
itself can come in many flavors, regardless of being “Big Data” or simply small, but complex, data.
2B.1 The Basis: A Common Data Language
Every type of data analysis relies on a fundamental concept and that is: A common (data) language. Put
simply, one has to give meaning to the data before information can be extracted, and this meaning must be
agreed upon.
This need has been present since the existence of spoken and written languages– the biblical story of the
Tower of Babel depicts the results when a common language is missing, and although programming languages
have introduced a new paradigm around 1970, we cannot say we now have a programming language problem.
The challenge remains the same: that of a common language.
To make the point, in most situations there are: various sources; various people involved in the analysis;
various recipients using the results. A common data language is not only crucial for the quality of the final
result, it can be decisive on whether the data analysis can be performed at all. Potential reproducibility and the
need to be performed on a periodic basis further emphasizes the point.
2B.2 The Symptoms and Cures
The symptoms of the absence of a common data language are all too familiar to many:








The difficulty understanding and querying the data
The need to “clean” or “consolidate” the data
The inability to use all available data
The need to introduce ad-hoc proxies
The difficulty updating the analysis
The difficulty explaining the applicability
Conflicting results

These problems can be addressed by a common data language. It is worthwhile noting that the major obstacle
in introducing a common data language is typically not set by the language itself, nor by the technology
needed to support it (both are available today), but by the difficulty inherent in large organizations to
introduce it (i.e. a cultural problem). We will outline the methodology to overcome this difficulty.
2B.3.1 Common Language
A first important step is recognizing situations where a common language is lacking. Below we briefly go
through a few examples. Although shown individually, they are actually inter-connected.
2B.3.2 Examples of a Lack of Common Language
Decentralized Sources: This is probably the most easily recognized situation of a missing common language.
The higher the number of data sources or decentralized tools, the higher the number of disparate languages.
Centralizing internal data in data warehouses partially addresses the problem, but in most cases the data
included in the warehouse is not comprehensive. Often, there are many disintegrated data sources present in
the organization (e.g. Excel based applications), and warehouses cover only a subset of the business domains
(e.g. reserving only or pricing only). Furthermore, the communication between various data warehouses often
remains an unsolved challenge, and aggregation of the entire book of business and across different business
functions is not possible.
Multiple Users: Different business units have different needs and as a result end up using and producing data
based on different assumptions, which might not allow for easy aggregation at the group level.
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Disparate Units: This is a relatively simple case which can generate astoundingly bad communication. The
example of ratings, used in many contexts including the group-wide aggregated view, is a classic one. The lack
of a proper translation between disparate ratings units can have a considerable impact on results, and even
lead to no result at all.
Inconsistent Granularity: This is a well-known obstacle for every data analyst. Having some detailed data e.g.
at street level, some other data aggregated e.g. by ZIP codes and still some more data aggregated on a higher
level e.g. by countries, can quickly lead to huge challenges when putting it all together.
Constrained Availability: Even the symbol used to denote unavailability”, such as “na”, “n/a” or “NA”, is
already a source of misunderstanding – e.g. does “n/a” mean “not available” or “not applicable”? At the end of
the day, “not available” is usually not the best, or even acceptable, answer. Faced with e.g. a portfolio of
assets, analyzing only part of it is never good enough, and “n/a + 1” certainly does not compute.
Slowly Changing Dimensions: As time evolves, old pieces of information get re-labeled, new pieces of
information appear. For instance, the name or ownership of a company changes; a new legal entity is created.
The reconciliation between old and new analysis (and their results) can become cumbersome. But the world
keeps on changing, indifferent to the struggles of a data analyst.
2B.4 The Bigger Picture
In order to properly understand the importance of a common data language in the world of data analytics, as
well as its current and future trends, it is important to first take a look at the big picture: Ultimately, companies
have to be able to steer their business. This means they have to be able to;
a) Anticipate changes to their existing portfolio of contracts, and
b) Anticipate how those portfolios will behave in the future – from the perspectives of both cash flows and
compliance.
This requires aggregating and combining data to form a predictive single view of the customer21 and associated
risk management and revenue generation.
A few examples of activities with a strong ‘anticipation’ component are: pricing, reserving, risk management,
compliance and marketing. Data analytics plays an important role in these ‘anticipation’ activities, and so it is
crucial to set-up the proper framework around it, through proper data management and workflows. A
common data language is part of the basic requirements to achieve this, as depicted in this maturity model:

Figure 1: Maturity stages and ability to steer the business. (Source: Systemorph)
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In particular, the step out of the lowest level (from ‘Silos’ to ‘Basic’) is achieved by the introduction of a
common vocabulary, common measures and common methodology. These are shortly referred to here as
common data language.
The maturity degree of the data management and corresponding workflows directly drives the quality of
results from data analytics. This point can be better understood by recalling that in most situations there are:
various data sources; various people involved in the analysis; and various recipients using the results. As a
result, a common data language is not only crucial for the quality of results; it is decisive on whether the data
analysis can be performed at all. Reproducibility, auditability and the need to quickly produce results on a
periodic basis further emphasizes the point.
In what follows we shall give a description of the ‘Silos’ and ‘Basic’ stages, and the role that a common data
language plays in moving out from the ‘Silos’ stage.
Data Silos Stage
In the Silos stage, the dispersion in data, users and processes is tackled separately within each silo, which can
be as small as a team of only a few people. In the extreme (but common) situation, spreadsheets are
intensively used, which can reduce the size of the silo to just one person.
Additionally, the connection between silos typically involves manual-driven processes. Alternatively, the
connection is achieved by costly custom-designed IT systems. Such systems, typically not being data-driven,
end up generating new inefficient processes.
The symptoms which arise from the absence of a common data language are all too familiar to many. At a low
level, the following are examples of symptoms felt by data analytics:
1.
2.
3.
4.
5.
6.
7.

A difficulty understanding and querying the data;
A need to “clean” or “consolidate” the data;
An Inability to use all available data;
A need to introduce ad-hoc proxies;
A difficulty updating the analysis;
A difficulty explaining the applicability of the results;
And conflicting results.

At a high level, the situation can be summarized by the following examples of symptoms:
i.
ii.
iii.
iv.
v.

Collaboration between silos is small to non-existent;
Comparability between business units is difficult or impossible;
Transparency over portfolios and real-time monitoring is lacking;
A detailed overview on individual deals and risks is practically non-existent;
‘As-if’ scenario analyses must be done on an ad-hoc basis and are difficult to interpret.

Basic Framework Stage
The ‘Basic’ stage is a crucial step in going up the maturity ladder. It is achieved by introducing common data
language, which will serve as support for the following stages. Substantial gains can be achieved by moving
from the Silos stage to the Basic stage:

collaboration between teams comes to life;
comparability across business units is achieved; and
data transfer between applications is introduced naturally.
Simply put, a common data language is achieved by having the various stakeholders across the company sitting
down together and agreeing on:


What needs to be measured and how (including aggregation and disaggregation);
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Which input data should be used;
Which assumptions should be used.

A very simple example, but which drives the point home, is the definition of ‘lines of business’: often, each
business function defines its own line of business codes. It can be, for instance, that the business is planned on
10 lines of business, the pricing is done on 50 lines of business, and reserving is divided into 20 lines of
business. In this situation, it is very difficult if not impossible to assemble data from these business functions,
which is required, for instance, to calculate group risk, e.g. in Solvency II. Note that all reference data, such as
lines of business, change over time: new business areas are assumed, other business areas are discontinued,
or business is grown to the extent which calls for a better classification. When centralizing the reference data,
it is key that the technology used supports these changes over time, as otherwise the organization gets stuck
in a momentary snapshot and cannot adapt to the developments in the markets.
Another interesting example is the case of interest rates, which have a major impact in a wide variety of
contexts: stakeholders should agree on which rate should be used (e.g. a zero-coupon bond, a government
bond, a swap), and as per which date (e.g. end of month, end or begin of year, or an average). These
assumptions should be unified across the organization, and the tools should consume the globally agreed data
through a central data layer.
Once a common data language has been agreed upon, it should be written down. This is achieved through a
data model, which should be:





Structured
Easily understood by everyone
Managed in a coordinated process
The data should be changeable over time

2B.5 Data Security and Privacy
No discussion on data would be complete without commentary about data security and privacy. Like many of
the components of this paper, this section could easily be expanded into a paper on its own22. For phase 1,
this paper simply touches on the key themes. None of these items constitutes legal opinion, each of which
should be suitably assessed as part of any data project with relevant experts in these fields.
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Data Security
The Data Security standards provide requirements for the protection of data from inappropriate or
unauthorized access, use, disclosure or modification. In order to protect data in a manner that is
commensurate to its value, the standards provide prescriptive security controls and mechanisms around
required uses of encryption and data classification to maintain the integrity and confidentiality of data at all
times. Location of data must also be considered.
Data Privacy and Ethics
The Privacy standards provide requirements for appropriate use of and safeguards for collection, storage, use,
transfer and destruction of personal information. Appropriate use of personal information includes providing
the opportunity for individuals to restrict collection and the use of their own personal information and
implementing controls for the transfer and storage of personal information. Safeguards include restricting
access to authorized and approved individuals, implementing security controls in facilities that store personal
information and developing a breach notification plan to notify individuals if their personal information is
disclosed to an unauthorized party, in accordance with the Company Policy, Compliance protocols, relevant
laws and other regulatory requirements.

The ethics debate is only just starting to take place for Big Data. Telematics is a good example –
Who owns the data?
Who can use the data and for what purposes?
Who is prepared to share GPS movement data and at what level?
There is an anecdotal story of a parent who was alarmed when his insurer informed him his car had been
parked in an empty lot outside a gardening center for 3 hours on a Saturday evening. When he questioned his
son, the red-faced response was, “Dad, don’t ask.“ As a test about sensitivity to sharing data, readers can ask
themselves this question: when was the last time I reviewed the terms and conditions of my smartphone
agreement in their entirety?
Cloud Computing
Cloud computing is defined as Insurance company data which is hosted or processed outside of the Insurance
company network and is an industry term for scalable IT infrastructure, platform or software which is offered
as a service to customers. Cloud Governance process was developed to review overall IT risks (Information
Security, Architecture and Service Management) of cloud solutions. The risk-management requirements
include adequate assessment that a 3rd party (business partner, vendor or service provider) has an adequate
control environment in place to protect Insurance company data assets, maintain service availability and
ensure compliance with legal and regulatory requirements.
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2C. Creating Teams and Tools
Big Data has evolved, or perhaps better stated as having made more prominent, a confluence of statistical and
IT skills. The term Data Scientist is now common parlance and there is an opportunity to redefine teams as
well as the tools we use. The use of open-source technology is now quite common in academic institutions
and the use of open-source technology for Big Data business brings with it an opportunity to create bespoke
tools to apply to Big Data themes which are still evolving and, for some insurers at least, the proprietary
applications may still be too biased towards historic paradigms. This is not to be unfair to proprietary tools,
many of which continue to evolve rapidly and expertly. This is rather a recognition that open source
technology as a movement has come a long way since the introduction of Linux in 1991.
While historically, open source was regarded more as the realm of academics and hobbyists, in 2015 it’s
possible to construct systems with the capacity to ingest, process, and store terabytes or even petabytes of
data on a daily basis using only open source tools. Data science, having been fully established as an
independent discipline only since the turn of the century, it is arguably more open source oriented than any
other arena of corporate computing.
Tools like R, Python, Hadoop, and various NoSQL databases are not just inexpensive alternatives to
comparable commercial software but rather fully fledged storage and analysis tools in their own right. So given
the growing parity between open source data science tools and commercial software, what differences
between the two remain and how are those differences pertinent when deciding to utilize open source vs.
proprietary software in a corporate context (we will assume for the purposes of this paper that proprietary
software is a closed source?) How do the differences influence the creation of data science teams, and the way
those teams interact with the rest of IT? These are the questions this section seeks to answer while also
providing practical examples of how to use open source tools to accomplish common data science tasks.
2C.1 Open Source vs. Proprietary: the Differences Go Beyond Cost
Commercial software costs money. This much is obvious. But what is the buyer paying for when purchasing
commercial analytics software? Though it varies from firm to firm, the answer typically boils down to three
components:
1.
2.
3.

Completeness/interoperability
Technical support
Encapsulation

Addressing each of these in turn:
2C.1.1 Completeness/interoperability
Probably the most noticeable difference between open source and proprietary analytics software from the
user’s perspective is that proprietary software is complete. Once installed, it just works. Seldom does the user
need to download and install additional components, the syntax is consistent and predictable, and the output
is easy to access and interpret. In addition, commercial software typically connects quickly and easily with
most major data storage appliances, again in a consistent and predictable manner.
The time from initial installation to practical utilization is much shorter for commercial analytics software than
open source for a novice user. Proprietary analytics stacks also often come with GUIs for ingesting data and
creating models. This makes the software more accessible for those with novice or non-existent programming
skills. What is the implication of all this functionality for the data scientist?
Commercial software largely abstracts the underlying computational concerns from the front line analyst. This
means that analysts can spend much less of their time worrying about the manner in which data is stored and
how to get at it than in analyzing that data. Data scientists working in a closed source shop subsequently need
significantly less understanding of computer science and IT in general to do their jobs. Once IT has established
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data connections between data sources and the analytics server, data scientists can peruse, extract, and
combine data from multiple sources freely using only their analytics tools.
While this feature of proprietary software is beguiling, it’s also becoming less relevant in the marketplace as
the nature of analytics tasks changes. Rapid increases in storage capacity have led to the capture of massive
amounts of unstructured and semi-structured data, and the analysis of this data is almost always done within
the storage environment (largely due to practical concerns regarding moving many terabytes of data between
systems) using analytics-friendly programming languages rather than pre-built GUIs.
The ever increasing use of the internet as a source of data for analysis also limits the utility of analytics
software that is built on a framework of data connectors since retrieving data from the web often involves
writing custom web scraping scripts or working with website specific APIs (Twitter, for example). An open
source orientation facilitates quick adoption of new technologies as well as polyglot programming (which we’ll
touch on later), but does require significantly more coding and general IT expertise from data science teams.
2C.1.2 Technical Support
Commercial software typically comes bundled with robust technical support. Support will typically include
both IT support for installation and administration as well as practical user support. Open source software by
its nature has no dedicated technical support, and learning how to troubleshoot problems with open source
analytics software is a large part of becoming a competent open source data science team.

What open source does have is essentially crowd sourced tech support through dedicated forums. A critical
skill for open source oriented data scientists is the ability to cobble together answers from various website
such as StackOverflow.com and to ask intelligent and well-formed questions on those sites.
2C.1.3 Encapsulation
Encapsulation in this sense describes the bundled nature of the software and is closely related to
completeness. One major difference between commercial and open source software is that commercial
software is almost always installed and configured in a well-established and predictable manner, and all
resources necessary to install and utilize the software will be made available by the vendor to the
administrators responsible for installation and configuration. This is typically not true of open source software
which often relies on fetching build components from various locations and which may have poor or nonexistent documentation describing dependencies and configuration issues.
IT security in the form of firewalls or highly policed proxies can make installation of open source software
incredibly challenging. In addition, administrators are often not well versed in the installation and
configuration of open source software and may bristle at being asked to install software without a clear guide
for installation and configuration. As such, they will often rely more heavily on the requesting team to design
the build prior to installation necessitating even more IT literacy within the data science team. These concerns
will be expanded on further in subsequent sections.
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2C.2 Open Source Data Science: the Need for Polyglots
One of the downsides of open source data science is that no one tool provides all the functionality necessary
for most analytics projects. Where a commercial analytics vendor may have anticipated most customer needs
and provided suitable tools which work well together and utilize a consistent syntax, open source tools are
typically built by specialists to solve a particular problem and may have very diverse syntactic flavors. R
libraries, for example, often provide a small number of algorithms for solving domain specific problems and
the syntax for defining models can vary greatly between them. This problem is only exacerbated when the
data scientist must switch between languages for analysis. Perhaps a team is ingesting web data into a Spark
cluster for classification. A team might write a web scraping script using the BeautifulSoup library in Python,
use Scala to prepare the data in Spark, and then ingest the prepped data into an R workspace for statistical
analysis. While none of these tasks necessarily requires deep expertise in a given language, each step requires
either existing facility in a language or the ability to learn a small portion of a language quickly.
It is the latter quality that is most important when determining whether or not open source can be a viable
analytics platform for a corporate data science team. Data scientists, whether coming from academia or
industry, will typically have deep expertise in at least one analytics friendly language. This may be a dedicated
analytics language like SAS or R, or it may be a language like Python that is broadly utilized among developers
but which has strong analytics functionality available in various libraries.
It is much less likely to be a common enterprise development language like Java or the .NET framework. In any
case, it is less important what language the data scientists have expertise in than it is for them to be able to
quickly gain domain specific skills in a variety of languages as needed for specific projects or to work with
specific applications. In practice, the ability to gain skills quickly is a combination of a few specific qualities:
2C.2.1 Algorithmic Thinking
To be able to pick up new languages quickly it is imperative that data scientists think first about the flow of
tasks and only then about how to execute those tasks in a specific language. In other words, the insight must
be in how to accomplish the task and only then how to execute the steps via a specific language. The
conversation must start with what needs to be done and only segue to how to do it after the ‘what’ has been
determined (Futschek, 2008).
2C.2.2 Programming Paradigms
Data scientists must know the basic division between object oriented and functional languages and
understand the implications of working in one versus the other. In the realm of big data and Hadoop in
particular, Java is commonly used for parsing data. But if a data scientist has only been exposed to languages
like R which are primarily functional in nature, utilizing a heavily OOP language like Java can create difficulties
in rapid learning. Likewise, if someone is a C++ expert and is asked to utilize Scala for work within Spark, the
syntactic differences may present a significant hurdle to task completion.
2C.2.3 Computing Basics
While in most cases it is not necessary for data scientists to have a deep knowledge of computer architecture,
it is important that they understand file systems, the differences between complied and interpreted
languages, the basics of security (firewalls, proxies, various levels of privilege, etc.), and can navigate the
command line in Windows and Unix-like systems. This is important because significant time can be lost
learning new languages due to common systemic issues, e.g. an inability to correctly set PATH variables or
determine if necessary libraries have been successfully loaded. This skill is closely related to the fourth
requirement:
2C.2.4 The Tinkering Gene
Differences in syntax and programming paradigms as well as systemic problems such as correctly loading
libraries and compiling and exporting code can be very frustrating for data scientists who just want to get at
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and analyze their data. Successful open source data scientists see these problems as both solvable and within
their domain of expertise. It is extremely important for successful utilization of open source tools that data
scientists not rely upon corporate IT to handle all their installation and setup challenges. Instead, data
scientists must become conversant with the crowd sourced technical support environment that exists freely
online, being able to both merge the results of many past questions and answers to deal with problems as well
23
as ask well-formed questions themselves .
If an insurer‘s existing data scientists possess these qualities, it is likely that a transition from proprietary to
open source analytics tools is feasible for the organization. If not, it’s probable such a transition will be very
painful as data scientists feel they’re being asked to take on challenges outside of their domain of expertise. If
the team feels that modeling and modeling alone is the purview of data scientists and that practical IT
concerns should be handled by systems administrators, it is unlikely that, that team will have success in the
increasingly dynamic world of open source analytics where the ability to adapt and move quickly is paramount.
A further implication is that teams which do not or cannot embrace the open source model will find that
expanding their analytics efforts into the realm of Big Data will be both costly and slower than comparable
open source teams as closed source shops must wait for their preferred vendors to integrate with emerging
big data technologies, which can take considerable time.

2C.3 Open Source Mindset: Dealing With Cultural Challenges
Since at least the 1980s computing has become increasingly integral to the functioning of modern
corporations. For most of that time, software (often bundled with hardware) was purchased by the IT
department from commercial manufacturers. IT installed and administered those resources, and when they
had a problem they hadn’t encountered before they called the manufacturer and got it resolved. The
installation of software had few if any security implications and no one who wasn’t part of the IT department
would have any legitimate reason to be installing software on their own workstations, much less on servers in
the data center.
The culture in many IT organizations is built on working within this framework. A typical process flow might be
that the business has a problem (or is approached by a software vendor) and has identified a need that can be
fulfilled by some class of software. The business has a few vendors they’d consider working with, and they
develop an RFP to which those vendors respond. The field of candidate vendors is whittled down based on the
responses, and the finalists are brought in to present to executives. IT will typically have a seat at the table to
ask questions about implementation and integration to ensure the solution is technologically feasible given the
existing infrastructure. Once a decision is made and a vendor selected, the vendor’s implementation
consultants will work directly with IT to perform product installation, configuration, and integration. After this
process is completed the business will commence using the software, administration and monitoring will be
taken over by a dedicated administration team.
The process by which open source software is implemented into the production processes of an organization is
vastly different and in many ways antithetical to the process just described for onboarding commercial
software. Open source will typically start with a single user downloading software onto a workstation or
server in a development environment, and then tinkering with that software to determine if it solves whatever
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problem is at hand. The user will work through installation challenges and whatever monitoring and
administration is carried out will likewise be performed by the individual. Once the user is fairly certain that
the software will fulfill their needs, only then will (s)he approach IT about having it installed in a production
environment. At that point IT will face a number of potentially unfamiliar problems which the user is unlikely
to have fully considered:
1.
2.
3.
4.
5.

How is the software installed? What dependencies exist, and are those dependencies freely available?
Are all component download locations within my corporate firewall or accessible via proxy? Can we
certify that all components are free of malware?
What (if any) technical support is available for this software?
What (if any) administration and monitoring capabilities exist within this software suite?
Who will administer this product on an ongoing basis?

The data scientist user is unlikely to have satisfactory answers for many of these questions, which can lead to
difficulty convincing IT to go forward with a broader installation, and possibly creating acrimony between the
data science and IT teams. However, measures exist to help cross the cultural divide between data science
‘cowboys’ and IT.
2C.3.1 Build Bridges Early
If a predictive modeling team is seriously considering adopting open source tools for its corporate analytics
platform, it should consult with the IT teams who will be responsible for installation and administration early in
the process. The team needs to explain why it wants to adopt open source, and how it hopes IT can help
modelers facilitate the transition away from proprietary software. The predictive modeling team needs to
establish realistic goals for administrative and technical support, keeping in mind that the IT administrative
teams will most likely not have any form of corporate technical support to fall back on as there is no
manufacturer to call in the event of a particularly thorny problem arising. The organization needs to make sure
that clear ownership of administrative duties exists for all open source components. This will help eliminate
ambiguity which can easily arise when users are more tech savvy, as IT may expect that having conducted the
initial build and utilization of the software that data scientist users will be handling a greater share of
administrative duties themselves (which may or may not be appropriate, but this should be established early
on with clear understanding by all parties).
2C.3.2 Include IT Security
IT Security plays little role in the installation and use of most commercial software. This is because installation
of commercial software is usually performed from a single source (or software is included as part of an
appliance) which has been verified to be safe, and there are few if any concerns regarding malware as
commercial software is usually provided by well-known and trusted vendor partners. Neither is true of open
source.
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Open source software is very often built from many components stored in disparate locations online, and IT
Security typically has no assurances that those sites are safe or that the software doesn’t contain malicious
code. Working with IT Security early on to explain the scope of the predictive modeling team‘s needs is crucial
for long term success as going open source requires relatively open internet access on an intermittent basis
and data science teams are unlikely to have that access without buy in from Security.
2C.3.3 Learning the IT Change Management Process
Almost all large corporations have well defined processes for getting IT changes made. While these procedures
may seem somewhat Byzantine, they exist to make sure that any changes an individual wants to make will not
have adverse effects elsewhere within the (highly complex and interdependent) corporate IT infrastructure.
Learning what that process entails and following it meticulously will not only ensure that software gets
correctly installed, but also that once installation is complete there won’t be any unpleasant surprises
regarding access, administration, or ongoing support. In addition, following the process shows IT personnel
that predictive modelers are serious about building long term relationships within IT rather than just trying to
circumvent the rules to fast track personal priorities.
Even if administrators and security specialists are included early on, predictive modelers may find that
significant hurdles still exist, especially regarding installation of open source software on production systems.
2C.4 Building Open Source Teams
In general open source teams will face many of the same hurdles and require the same breadth of expertise as
any data science team. The team needs at least one strong statistician, multiple members who are skilled
programmers, subject matter experts in their particular business domain, data analysts with strong SQL and
systems skills, and preferably a mathematician. These skill sets may be distributed over many individuals or a
few members with a broad range of talents.
The one skill set that is less necessary on a team utilizing commercial software but vital for an open source
team is that of systems hacker. Many aspiring data scientists coming from a computer science background
have deep understanding of algorithmic design but sometimes less practical experience with making disparate
systems work together. Open source analytics software can be difficult to install and configure, and the
resources available to aid the data scientist are often minimal and difficult to locate. Unlike commercial
software, pre-built connectors between systems often do not exist, leading to significant difficulties moving
data between tools. Having a team member with practical experience in low level systems hacking who is
comfortable digging into the interaction of the software with the OS and troubleshooting data movement
between tools will save considerable time and frustration. This team member need not have deep quantitative
expertise but should be very comfortable working directly with administrators or even be a systems admin him
or herself. While not as sexy a hire as a statistics PhD, adding an experienced hacker to the team will
accelerate the productivity of data scientists, modelers and actuaries considerably.
2C.5 Open Source Example
Conducting serious data science using open source technology is becoming increasingly easy as more
companies migrate to an open source business model (and native open source software continues to become
more competitive with closed source analogues). For our open source case study, the example for building a
classification in the appendix utilizes R on an Amazon free tier instance. This example will provide not only a
code example but also a process example of how to utilize web resources like blogs to set up and utilize data
science architectures. Rather than providing a step by step example of how to set up an Amazon account and
spin up an EC2 instance running R, this blog post explains the process:
https://rgrossman.wordpress.com/2009/05/17/running-r-on-amazons-ec2/
Learning to use resources such as blogs and StackOverflow is crucial to becoming a functional open source
data science organization. In fact, a good test for readiness for fully embracing open source is whether or not a
team is comfortable with its tech support being StackOverflow.
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3. Modeling Considerations
3.1 Data, Data, Data
Moving beyond the structural organization of data mentioned in Section 2B, predictive modelers are placing
more and more emphasis on data types even prior to the modeling stage. Data – quality, volume, internal and
external source – is now a primary consideration within the modeling process. One may argue this has always
been the case; in truth, many exercises historically followed a repetitive pattern of assembling data extracts in
the same way from one modeling exercise to the next. Relatively little emphasis has been placed on data
science and exploration, which leads to a more scientific approach to key modeling considerations, such as
variable selection or linear regression error assumption choices. When a good extent of data availability has
been factored into the modeling process, often the model result has run a risk of erring towards overfitting iv.
Why the change? Possibly awareness of the potential for distinct competitive advantage from less and less
traditional – by insurance loss cost modeling standards – data sources. Perhaps the impetus provided by third
party data enrichment vendors selling data into insurance organizations. Perhaps the ability of P&C companies
to model data in more depth as actuaries have specialized in this insurance domain over time. Almost
certainly the democratization and liberalization of data with the ‘Age of The Internet’ plays an ongoing role.
The emergence of data sets much larger and more accessible than anything available historically only serves to
compound data assessment as part of the modeling consideration process. This in turn compounds the need
for proper data science exploration prior to the model building process starting together with good
appreciation of the implications of model choice and the risk of sub-optimal or even erroneous models.
A few basic yet essential elements of any data assessment process include:
- Awareness of whether a variable will be available as an input into the model’s application in practice, or
is only of theoretical interest.
- Application of variable values as at the historic points of exposure, if possible. Sometimes variable
values may only be available at the most recent time point, which can be the case when appending third
party data to a model set with exposures running over several years.
- Completeness of the data. An element of ‘missing values’ or ‘unknowns’ for a small % of the exposure
may be acceptable, even expected as no data warehousing process is perfect. Data integrity, as
appropriate for the purposes of the model’s application, is an important modeler judgment.
More specifically within the model building process:
- Sensible grouping of data sub-segments within each variable to optimize between and within variance
for the objective being measure in the modeling exercise.
- Understanding the ability of any variable to contribute a signal independently of other variables, which
includes measuring correlation between variables.
- Choice of predictor variables, noting some variables may contribute to a model either overfitting or
introducing unnecessary variance with the final model result.
- Ability to search for data interactions between variables, to create derived variables of varying
complexity which help define the model.
For Big Data, there are various aspects of tools and architectures24 and 2 in particular are worth mentioning:
3.1.1 Data analysis: Most historic software is unable to analyze the sheer volume of Big Data. Hadoop or
related technologies such as Apache Spark provide a solution, in part. These architectures help with storing
data in an unstructured manner compared to traditional warehousing; however the lack of data structuring
means modelers require higher level programming skills to extract and analyze data. Various data
management tools are providing means to bridge the gap for data explorations purposes (e.g. Tableau, Alteryx,
Qlikview, etc.v) but not necessarily for flexible assessment and purpose-built models processes.
iv

http://en.wikipedia.org/wiki/Overfitting
For more on understanding Big Data conceptually:
http://www.datasciencecentral.com/profiles/blogs/great-list-of-resources-data-science-visualization-machine
v
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3.1.2 The shift towards understanding model data and assessing outcomes, with less emphasis on the model
building itself. Model building itself is shifting more towards machine learning with the increasing power of
computer software. Outside of insurance, to the extent Google is outside of insurance, Silicon Valley is rapidly
progressing the use of machine learning applications in the areas of facial, speech and audio recognition.
Microsoft already points out machine learning being extensively used within its current products. Indeed, we
all make use of machine learning techniques regularly – every time we use an internet search engine there are
computational algorithms processing and ordering many millions of possible outcomes and presenting results
back to us for our assessment quicker than it could have been imagined prior to the birth of the internet.
Some exponents of machine learning get quite enraptured by the possibilities of developing artificial
intelligence and self-drive technology is a good example impacting our industry. The probability is more likely
a very gradual evolution to pure artificial intelligence even with advances in computing power. Whilst not
directly related to insurance, these presentations provide a sense of what is becoming possible with computing
power, if only to open us to the possibilities of what may become possible within the insurance sector:
https://www.youtube.com/watch?v=gLqM7TJX4BEvi
http://www.datasciencecentral.com/video/deep-learning-intelligence-from-big-data
As a reality check about the tension between human involvement and computation algorithms, the working
party has included this example infographic25 taken from the telecomms sector which continues to advance
Big Data analytical themes:

vi

As pet lovers, the working party would prefer this one isn’t watched with Florence + The Machine’s ‘Dog Days Are Over’ playing in the
background
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3.2 Modeling
Section 2C outlined some of the issues for consideration when building a team. Section 3 touched on
computational approaches providing further resource. The reality however is that there is a current skills gap.
The expectation is that this skill gap will continue to grow, with more demands placed on organizations to
retain talent and find new talent with good skills to build effective models 26. With Big Data, the talent
requirements extend to a blend of modeling and IT skills. MIT, amongst other higher education institutions,
has recognized this and is providing educational courses accordingly 27. However, for properly defining and
understanding Big Data analyses a wider range of skills may be required including: data experts, predictive
modelers; economists; psychologists (Big Data for customer behavior); communications experts (explain and
sell model results to wider audiences); and leadership skills to motivate ongoing Big Data programs in the face
of corporate inertia and possibly resistance, especially as initial projects sometimes fall short of expectations.
With organizational issues, data and modeling teams in place, there is a solid grounding for modeling work.
Big Data does present its own distinct challenges for predictive modelers, not least of which is the higher
probability of spurious correlations - representing noise rather than well validated signal - simply due to the
sheer size of data sets28. The same core challenges remain as with most data analytics, such as:
3.2.1 Timeliness of data
This is an important subset of correlation vs. variation theme. The older the data, the less relevant it may be
for future performance. Unfortunately, for insurance at times we are often forced to use older data because
the more recent information is either unavailable (open claims, IBNR, etc.) or inaccurate.
With Big Data the issue becomes more of one ensuring the data is still current given the pace of change of Big
Data, for example economic and stock market data. Modelers need to make a decision on how far we are
willing to go back, and still feel comfortable to conclude that older data differs from future loss performance
only by random variation but not systematical. Modelers can try to on-level data first both loss and premium,
to make sure all historical information can be fairly compared. Development of losses might need to consider
whether only open claims should be developed (with an appropriately adjusted factor) or both open and
closed claims should be developed.
Adjustments of the data are appropriate as modelers wouldn’t want regulation changes, loss control program
changes, claim handling practice changes, etc. to affect the loss performance of the book, to unfairly favor one
part over another. Modelers can then build ensemble models based on machine learning techniques and see
how the performance of each exposure segment differs by year. The more consistent the result is, the more
comfortable modelers may feel about older data. Often times modelers can decide on a dividing year when
anything older than that would differ substantially from more recent years.
3.2.2 Data Credibility
Concerns about volatile data, credibility of data and volumes, truncated information (for reinsurers), etc. set in
doubt about whether the data can be effectively used and modeled. This concern is often legitimate, and in
some cases it is hard to isolate signal from noise with thin data or, as mentioned above, with Big Data
producing spurious correlations. On the flip side of the coin, how do modelers even know where to start
looking for signal in Big Data data sets, particularly newer types of data sets where hypotheses about defining
signal with explanatory/predictor variables for modeling different types of insurance outcomes are still
theoretical.
As much as smaller data sets have been readily handled by human intuition and model iteration, including
modeling some metrics in more detail than others when data is limited (e.g. claim frequency rather than loss
cost) this is less likely to apply for Big Data. For distributed data collated across a business for well understood
risk, operational and management challenges the likelihood is supervised learning will still apply; however for
Big Data deep learning and opportunity identification, it is more likely modelers will need to use unsupervised
29
learning techniques. Even if this point is arguable, there are good reasons why data strategies will diverge
and modeling techniques will need to adapt accordingly.
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3.2.3 Danger of adopting model results without ongoing assessment and challenge
Model results need to be subjected to reasonability checks. One example is program trading, which
contributed significantly to the 1987 stock market crash. In order to minimize the downside of a declining
market, the "program" would sell stocks when the prices go down, so a sell signal would drive the price down
further, which would drive more selling. Model results should always be tested and fully understood, before
being implemented. Model performance on out-of-sample data should be evaluated and model uncertainty,
including parameter and model risk should be evaluated. Model performance should still be closely monitored
even after implementation to make sure it works as expected. Modeling tools will not drive analytical people
out of jobs, but create more demand for their skill set.
These points about model validation apply even more so as we start working with less traditional Big Data
sets. There is an argument to test models not just on out-of-sample data but also on out-of-time data. The
application of such assessments to emerging machine learning techniques becomes highly relevant for
asymmetric insurance data – there is a risk of overfitting models based purely on a signal in the modeling data,
resulting in such models being poor predictors of future experience.
Even with robust sensitive checks in place, there is still a challenge around the concepts Game Theory and the
Butterfly Effect and their application in insurance analytics. Modelers need to at least partially take into
account these reactions within strategies to maximize the benefit and minimize any potential damages. This
includes updating analyses more often than before to assess if there are any discrepancies between model
anticipation and reality. Assessment ideally needs to incorporate horizon scanning techniques and emerging
risk assessment, which can be built into assumptions for stochastic analysis or the robustness of sensitivity
analysis.
3.2.4 Systematic limitations of current paradigms and modeling tools
This follows on from the dangers accepting model outcomes without ongoing challenge. For the last 25 years,
the insurance industry has employed logistic and linear regression methodologies for modeling loss cost and
optimization problems. Whilst generally quite acceptable for some problems such as classification (e.g. 0/1)
and low noise regression (e.g. well behaved, relatively symmetric collision frequency distributions), such
techniques have serious shortcomings for more typical insurance regression problems.
Actuarial society efforts to progress and improve modeling techniques with more vigor than 25 years of
ongoing acceptance are worthy and the working party encouragers readers to support these laudable efforts
by, well, getting involved in working parties. Examples of such work include recent changes to the Casualty
Actuarial Society statistical syllabus, which will include material on extended GLMs, Decision Trees and
Machine Learning.
The Institute & Faculty of Actuaries advanced pricing techniques working party has completed its first paper 30
outlining some of the limitations of GLMs and continues with a second phase focusing more on nonlinear
techniques. The following terms related to nonlinear modeling are all available in Wikipedia for further
research: CART, Random Forests, Gradient Boosting, Neural Networks, Boosting, Bagging, Decision Trees.
It would be irresponsible for this paper to introduce readers to new techniques without mentioning the
shortcomings of applying such techniques to insurance regression modeling work. Readers should keep in
mind that these techniques were introduced as general concepts to apply to a variety of different modeling
problems – herein is the first shortcoming, none of these are domain specific. The best example of a domain
specific modeling applicationvii is probably the Netflix Kaggle competition. In this competition, a gradient
boosting technique won the first round, however it was enhancement of the gradient boosting technique to
allow for facets of the film rental industry which ultimately triumphed as the most powerful recommendation
engineviii.

vii
viii

http://en.wikipedia.org/wiki/Domain-specific_modeling
It should be noted the winning algorithm wasn’t implemented by Netflix, apparently it was too operationally cumbersome to do so.
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A brief outline of the types of shortcomings of these methods for producing deep insights for noisy insurance
regression data is summarized in the non-exhaustive list below31:
Technique

Comment

Risk of Insurance Regression Application

CART

For regression, CART uses the Gini
coefficient to decide on where to
split data.

The Gini coefficient is a measure of lift n ot a measure
of fit. By definition, therefore, CART over fits
insurance data. Why?
a. Gini measures how well the data is ranked.
b. When modeling loss ratio it will drive splits such
that large claims appear on one side, improving the
Gini measure.
c. It keeps doing so until many of the large claims are
concentrated in a few leaf n odes.
d. The subsequent application of the tree model on a
hold out data set therefore often validates poor ly.

CHAID

This is an acronym for Chi squared
Automated In teraction Dete ctor .
It was first published in 1980.
Splits in the d ata are based on
calculating a P value. The P value
is derived from assumptions about
distributions. For ord inal
variables it uses the Anova F test.
For categorical var iables it uses
the Pearson Chi squared statistic
and subsequent likelihood ratio
statistic.

Key points worth noting:
a. Calculations involve taking the square of the
difference between the estimate and the observed
value. For decision trees the estimate is the
average for one side of a d ata split compared to the
actual values for all data in that side of the split.
The idea is to minimize this value by making better
splits. For insurance work this tends towards over
fitted and prob lematic solu tions because, say for
technical premium calculations, the square is
between the average for a split and the actual claim
cost observations there. Many of the observations
are 0 and the sum of squares is minimized when the
estimated premium is 0 as well.
b. There is a reliance of the appropriateness of th e
distribution assumption for calculating the P value.
Despite widespread acceptance of Poisson, Gamma
and Tweedie distributions for insurance work, it has
been proven these distributions aren’t withou t
flaws for insurance data work.

RANDOM
FORESTS

This was the invention of Leo
Breiman. Random Forests uses
CART trees, each built on a
different bootstr ap sample
generated with replacement from
training data. The process
includes some randomization in
the CART tree splitting criteria, in
order to decorrelate the set of
trees. With randomization, the
number of variables selected for
splits is approximately the square
root of all selected e xplanatory
variables. So for, say, 25
explanatory variables the process
will only select 5 at random to
determine the next split.

Issues include:
a. It implements shallow trees. The term ‘stump’ has
emerged in statistical literature to describe this
effect, meaning a decision tree which only splits
data once (equivalen t to a GLM simple explanatory
factor) or twice (equivalent to a 2-way in teraction).
b. Deeper trees over fit data and validate poorly,
hence most random forest work is limited to
‘stumps’ for insurance data.
c. The output is the average of the predic tions of all
trees in the forest. As such, it is additive and c an
result in negative values which are problematic or
nonsensical for insurance work.
d. No output of an y useful insurance statistics suc h as
Poisson deviance.

TREENET

This was developed by Jerry
Friedman. It also uses CART as a
base learner. It works by
removing signal from a previous
tree from the data before fitting
the next tree. In a sense, the
trees are stacked up on top of one
another. It also uses
randomization to decorrelate the
trees. The output is the sum of
the trees.

Issues, in addition to those for CART application s to
insurance data, include:
a. Very shallow trees, limiting the expressive power.
b. Additive outpu t, negative values possible.
c. No production environment.
d. To produce estimates from hundreds of trees each
with estimates at the tree nodes it is necessary to
multiply hundreds of relativities together. This can
produce some reasonable estimates in the middle of
the outcome distribu tion but ou trageous estimates
away from the middle of the distribution.
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For those readers more interested in machine learning as applied to data mining and modeling, the links below
contain more information. The last link provides a tutorial about a new term emerging in this field, ‘Deep
Learning‘ which fits well with Big Data modeling and also computer algorithms that will be more adept at
mining extensive data for deep signal than the human brain, perversely even though Deep Learning Neural
Networks are attempting to mimic the human brain’s functionality. There is also a little story to remind us all
that there is no substitute for original human creativity.
http://www.datasciencecentral.com/profiles/blogs/selection-of-resources-and-articles-from-thought-leadersnovember?xg_source=activity
http://www.bigdatanews.com/profiles/blogs/book-mining-of-massive-data-sets
http://www.datasciencecentral.com/profiles/blogs/new-selection-of-40-machine-learning-big-dataressources-and
http://deeplearning.net/tutorial/deeplearning.pdf
His name was Bubba, he was from Texas ... And he needed a loan...So...
He walked into a bank in New York City and asked for the loan officer. He told the loan officer that he was going to Paris for
an International redneck festival for two weeks and needed to borrow $5,000, and that he was not a depositor of the bank.
The bank officer told him that the bank would need some form of security for the loan, so the Redneck handed over the keys
to a new Ferrari. The car was parked on the street in front of the bank.
The Redneck produced the title and everything checked out. The loan officer agreed to hold the car as collateral for the loan
and apologized for having to charge 12% interest. Later, the bank's president and its officers all enjoyed a good laugh at the
Redneck from Texas for using a $250,000 Ferrari as collateral for a $5,000 loan. An employee of the bank then drove the
Ferrari into the bank's private underground garage and parked it.
Two weeks later, the Redneck returned, repaid the $5,000 and the interest of 23.07. The loan officer said, "Sir, we are very
happy to have had your business, and this transaction has worked out very nicely, but we are a little puzzled. While you
were away, we checked you out on Dunn & Bradstreet and found that you are a distinguished alumni from Texas A & M, a
highly sophisticated investor and multi-millionaire with real estate and financial interests all over the world. Your
investments include a large number of wind turbines around Sweetwater, Texas. What puzzles us is, why would you bother
to borrow $5,000?"
The good 'ole boy replied, "Where else in New York City can I park my car for two weeks for only $23.07 and expect it to be
there when I return?"
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4. CASE STUDIES
4.1 Common Data Language: Integrated Pricing at Swiss Re
Swiss Re is an example of a reinsurance company which has gone through the maturity ladder in the pricing
area by implementing an integrated pricing landscape that ensures the coherent valuation of all risks that are
underwritten. The main business goals are:






To have a consistent view on risk taking
To ensure transparency at the portfolio level
To allow for aggregation based on all portfolio / transactional data
To improve deal-by-deal decision making and governance;
To keep the buy-in of local underwriting experts.

An essential pillar for achieving this objective was a centralized master data system that manages all reference
data and costing-relevant parameters. In order to manage model parameters centrally, the data language
between the tools (reference data) had to be unified. Common terminology facilitated the introduction of
standardized parameters for risk models and economic value management.
The platform used for the centralized data system is provided by Systemorph.

Figure 1: Schematic depiction of the role played by common data language in achieving integration and collaboration. (Source: Systemorph)

Overall, the business challenges were:
 To build the central information broker from which all pricing tools consume their master data and their
pricing parameters.
 To foster collaboration between the business units involved in the process of deriving and publishing
parameters.
 To transparently publish and serve data versions concurrently, to moderate the impact of changes.
The following table summarizes the various business goals, solution approach and implementation:
Business Goal

Solution Approach

Implementation

• Comparability of
business units
• Enable collaboration

• Common vocabulary
• Common measures
• Common methodology

• Common domain model
• Master data management

• Transparency over
portfolio
• Capacity control

• Common view on data
• Business process management

• Central data store
• Collaboration features
• Controlled flexibility
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• Deal-by-deal transparency
• Proactive parameter
management
• Governance

Centralization of:
• Business process
• Implementations

• Integrated pricing tools
• Layered services
• Interfaces to administration,
reserving, risk management

• Business steering on
portfolio level
• Operational excellence

Decentralization of:
• Parameter management
• Business workflows

• Parameter life cycle
management
• Business workflows
• Agility

Table 1– Business goals, approach and implementation in Swiss Re’s integrated pricing. (Source: Systemorph)

Reference(s):
CAE Spring 2014, ‘Integrated Pricing’, Roland Bürgi (Systemorph) and Martin Nigsch (Swiss Re):
http://www.casact.org/community/affiliates/cae/0514/Nigsch.pdf
Microsoft Financial Services Global Outlook 2014-2017, pg. 71: http://digital.onwindows.com/financial-services-pg/#73

___________________________________

4.2 Analytics Development: Evolving the Analytics Organization at a Large Australian Bank
Initially the bank introduced Analytics “pods” to provide analytics service to the business. However, without a
standard reporting structure this led to unnecessary headcount and low or uneven utilization and business
knowledge among analysts. Over time the bank transitioned to an organization that utilized a centralized,
offshore analytics CoE that would allow it to ramp up and down Analytics services based on the demands and
readiness of the business. The bank’s well-orchestrated analytics evolution took place in 3 phases over 2.5
years:
 In the year-long phase one, the bank established a centralized analytics organization to provide basic
analytics, such as models, commentary, and basic recommendations and insights.
 In the second phase, the new CoE spent six months providing a solid foundation of business and industry
knowledge to analytics experts so they could generate insights aligned to business strategies and
objectives, better identify consumer or industry trends and engage in forecast optimization.
 The final phase was given over to training the business to effectively use and apply these insights in dayto-day business decisions and defining new processes that encouraged and rewarded the use of analytics
across the enterprise as a whole.
Reference(s):
Accenture February 19, 2014, ‘Building an Analytics-driven Organization: Organizing, Governing, Sourcing and Growing Analytics
Capabilities in CPG’ Julio Hernandez Bob Berkey & Rahul Bhattacharya.
http://www.accenture.com/us-en/Pages/insight-building-analytics-consumer-goods.aspx

___________________________________

4.3 Optimizing human + machine decision-making: Fed Paper Summary of the 1987 Stock Market Crash
On Oct 19, 1987, the stock market, along with the associated futures and options markets, crashed, with the
S&P 500 falling about 20 percent. Following factors have made significant contributions to the crash:





Difficulty gathering information in the rapidly changing and chaotic environment;
The systems in place simply were not capable of processing so many transactions at once;
Margin calls that accompanied the large price changes, which served to reduce market liquidity;
"Program trades" which led to notable volumes of large securities sales contributed to overwhelming the
system.

Our focus is the last factor for this summary, although its impact was intertwined with other contributing
factors. There were two program trading strategies that have often been tied to the stock market crash.
 The first was "portfolio insurance", which was supposed to limit the losses investors might face from a
declining market. Under this strategy, computer models were used to compute optimal stock-to-cash
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ratios at various market prices. Broadly, the models would suggest that the investor decrease the weight
on stocks during falling markets, thereby reducing exposure to the falling market, while during rising
markets the models would suggest an increased weight on stocks. Buying portfolio insurance was similar
to buying a put option because it allowed investors to preserve upside gains but limit downside risk.
 The second program trading strategy was "index arbitrage," which was designed to produce profits by
exploiting discrepancies between the value of stocks in an index and the value of the stock-index futures
contracts.
There were concerns that the use of portfolio insurance could lead many investors to sell stocks and futures
simultaneously, and so "could snowball into a stunning rout for stocks" (Garcia 1987). What we could learn
from this failure of "portfolio insurance" follows:
 We should never lose control of any computer generated models - those models / programs should be
fully tested, understood, and closely monitored. Human involvement is a must for any "automated
programs".
 Game theory should be considered in any market place involving more than one player. Other players'
potential actions / reactions should be fully explored before we take any actions and expect certain
outcomes. What we strive to know is whether the joint actions of all players will converge to Nash
Equilibrium and where that point lies.
Reference(s):
A brief history of the 1987 Stock Market Crash with a Discussion of the Federal Reserve Response, Mark Carlson (2006).
http://www.federalreserve.gov/pubs/feds/2007/200713/200713pap.pdf

___________________________________

4.4: Fraud: General References, Case Studies and Items of Interest
General References
“What is the role for big data analytics in helping insurance companies find ways to detect fraud? Insurance
companies want to stop fraud early. By developing predictive models based on both historical and real-time
data on wages, medical claims, attorney costs, demographics, weather data, call center notes, and voice
recordings, companies are in a better position to identify suspected fraudulent claims in the early stages.”
Reference(s):
http://www.dummies.com/how-to/content/how-big-data-analytics-can-prevent-fraud.html

“Big Data technology and distributed processing power of big data cloud bring fraud detection in insurance to
another level. Not long ago, insurance fraud detection was not considered cost-effective because the cost and
duration of the investigations were too high, so many companies prefer to pay claims without investigation.
Applying Big Data analysis methods can lead to rapid detection of abnormal claims, and then creates a new set
of tests to automatically narrow the segment potentially to fraudulent applications or to detect new patterns
of fraud, previously unknown.”
Reference(s):
Big data and specific Analysis Methods for Insurance Fraud Detection, University of Economic Studies, Bucharest Romania
http://www.dbjournal.ro/archive/14/14_4.pdf

Case Studies
Case Study 1: Looking to enhance its claims capabilities, a leading auto insurance company decided to adopt
Big Data analytics to streamline its claims subrogation process. Using Big Data analytics, the company was able
to successfully:



Identify and consolidate the data points used to find subrogation opportunities.
Develop a comprehensive analytics model to complement the technology, replacing its previous
judgment-heavy, labor-intensive methodologies.
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The new solution enabled the insurer to increase its subrogation recovery by $1 million within the first month
of implementation. Six months down the line the total increment rose to $12 million.

Case Study 2: In the aftermath of a big hurricane, a leading home insurer was swamped with thousands of
claims per day. Claimants were using all possible channels to connect with the insurer, including social
networks, phone calls, fax, SMS, blogs and tweets, adding to operational strain. The insurer:



set up a new Big Data-powered infrastructure to acknowledge receipt of loss notifications to all the
claimants, and posted all incoming communications inside a central repository.
Implemented an automated triaging solution to comb through the large volume of claims and find out
types of evidences which conveyed significant, legitimate damage and/or emotional stress of the
reporter.

This enabled the insurer to prioritize claims and assign them to the appropriate handlers correctly which, in
turn, helped boost the company’s brand value and sales.
Reference(s):
Claims Fraud: ABig Opportunity for Big Data &Analytics, Mohan Babu and Soumya Chattopadhyay, Infosys, July 29, 2013
http://www.claimsjournal.com/news/national/2013/07/29/233805.htm

Items of Interest
1.
2.

3.

4.

5.

6.

HCA/Medicare: HCA had inflated the seriousness of diagnoses, filed false cost reports, and paid kickbacks
to doctors to refer patients. It was the largest fraud settlement in US history, reaching $2 billion in total.
Swoop and squat: Cars purposely get into accidents with innocent people on the road, hoping to score
insurance money. These accidents frequently injure drivers, and some are even fatal. During the 90s,
these accidents usually earned the perpetuators about $20,000 each.
The Titanic: The Olympic, Titanic's sister ship, was damaged and rendered useless during one of its
voyages. Conspiracy theorists note several inconsistencies in the performance and construction of the
"Titanic" that indicate the Titanic sinking was a case of swapped ships.
Martin Frankel: Martin Frankel was sentenced to 200 months in prison due to over $200 million in losses
to insurance companies. He eventually pleaded guilty to 24 federal counts of racketeering and conspiracy,
securities fraud, and wire fraud.
Bristol-Myers Squibb kickbacks:Regulators accused Bristol-Myers of making payments to high-prescribing
physicians. In 2007, the pharmaceutical company paid $515 million to settle with federal and state
governments against allegations of kickbacks to defraud Medicare and Medicaid.
TAP Pharmaceuticals fraud: The Department of Justice got involved with this pharmaceutical insurance
fraud case. TAP Pharmaceuticals engaged in fraudulent drug pricing and marketing conduct, as well as
filing fraudulent claims with Medicare and Medicaid. They agreed to pay $559 million to the government
for those claims, as part of an $875 million settlement for all criminal charges and civil liabilities.
Reference(s):
Carol Brown, July 11 2011
http://www.insurancequotes.org/15-most-famous-cases-of-insurance-fraud
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Appendix 1 - Key Vocabulary
http://www.datasciencecentral.com/profiles/blogs/big-data-the-key-vocabulary-everyone-should-understand

Algorithm: A mathematical formula or statistical process run by software to perform an analysis of data. It
usually consists of multiple calculations steps and can be used to automatically process data or solve problems.
Amazon Web Services: A collection of cloud computing services offered by Amazon to help businesses carry
out large scale computing operations (such as big data projects) without having to invest in their own server
farms and data storage warehouses. Essentially, Storage space, processing power and software operations are
rented rather than having to be bought and installed from scratch.
Analytics: The process of collecting, processing and analyzing data to generate insights that inform fact-based
decision-making. In many cases it involves software-based analysis using algorithms.
Big Table: Google’s proprietary data storage system, which it uses to host, among other things its Gmail,
Google Earth and Youtube services. It is also made available for public use through the Google App Engine.
Biometrics: Using technology and analytics to identify people by one or more of their physical traits, such as
face recognition, iris recognition, fingerprint recognition, etc. For more, see my post: Big Data and Biometrics
Cassandra: A popular open source database management system managed by The Apache Software
Foundation that has been designed to handle large volumes of data across distributed servers.
Cloud: Cloud computing, or computing “in the cloud”, simply means software or data running on remote
servers, rather than locally. Data stored “in the cloud” is typically accessible over the internet, wherever in the
world the owner of that data might be.
Distributed File System: Data storage system designed to store large volumes of data across multiple storage
devices (often cloud based commodity servers), to decrease the cost and complexity of storing large amounts
of data.
Data Scientist: Term used to describe an expert in extracting insights and value from data. It is usually
someone that has skills in analytics, computer science, mathematics, statistics, creativity, data visualization
and communication as well as business and strategy.
Gamification: The process of creating a game from something which would not usually be a game. In big data
terms, gamification is often a powerful way of incentivizing data collection.
Google App Engine: Google’s own cloud computing platform, allowing companies to develop and host their
own services within Google’s cloud servers. Unlike Amazon’s Web Services, it is free for small-scale projects.
HANA: High-performance Analytical Application – a software/hardware in-memory platform from SAP,
designed for high volume data transactions and analytics.
Hadoop: Apache Hadoop is one of the most widely used software frameworks in big data. It is a collection of
programs which allows storage, retrieval and analysis of very large data sets using distributed hardware
(allowing the data to be spread across many smaller storage devices rather than one very large one).
Internet of Things: A term to describe the phenomenon that more and more everyday items will collect,
analyze and transmit data to increase their usefulness, e.g. self-driving cars, self-stocking refrigerators.
MapReduce: Refers to the software procedure of breaking up an analysis into pieces that can be distributed
across different computers in different locations. It first distributes the analysis (map) and then collects the
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results back into one report (reduce). Several companies including Google and Apache (as part of its Hadoop
framework) provide MapReduce tools.

http://www.datasciencecentral.com/m/discussion?id=6448529%3ATopic%3A215131

Natural Language Processing: Software algorithms designed to allow computers to more accurately
understand everyday human speech, allowing us to interact more naturally and efficiently with them.
NoSQL: Refers to database management systems that do not (or not only) use relational tables generally used
in traditional database systems. It refers to data storage and retrieval systems that are designed for handling
large volumes of data but without tabular categorization (or schemas).
Predictive Analytics: A process of using analytics to predict trends or future events from data.
R: A popular open source software environment used for analytics.
RFID: Radio Frequency Identification. RFID tags use Automatic Identification and Data Capture technology to
allow information about their location, direction of travel or proximity to each other to be transmitted to
computer systems, allowing real-world objects to be tracked online.
Software-As-A-Service (SAAS): The growing tendency of software producers to provide their programs over
the cloud – meaning users pay for the time they spend using it (or the amount of data they access) rather than
buying software outright.
Structured v Unstructured Data: Structured data is basically anything than can be put into a table and
organized in such a way that it relates to other data in the same table. Unstructured data is everything that
can’t – email messages, social media posts and recorded human speech, for example.
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Appendix 2 - Big Data Poster Check
http://www.datasciencecentral.com/group/resources/forum/topics/big-data-poster
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Appendix 3 - Classification Model Using R
###################################
### Sample Classification Code

###

### Thomas Rampley 2015

###

###################################
# Libraries - while the base distribution of R contains impressive functionality for creating and manipulating structured data
as well as strong statistic capabilities, most machine learning algorithms are accessed via libraries created by the R
community. Almost any classification or regression model constructed in R will require one or more libraries, which may
contain very limited or very broad collections of functions depending on the library's purpose.
# The 'caret' package, short for Classification And Regression Training, contains many useful functions for building machine
learning models. Caret will also import many additional libraries automatically as needed to conduct learning with specific
algorithms. The 'mlbench' package contains a variety of data sets for benchmarking machine learning algorithms, and is
also useful for learning how to manipulate data in R. 'ggplot2' is a robust visualization package that has become the
standard for creating high quality graphics in R.
library(caret)
library(mlbench)
library(ggplot2)
# Import sample data set
# One data set contained in the 'mlbench' package is the'Satellite' data, a set which provides satellite based measurements
of various soil types.
data(Satellite)
# Data Examination - once data has been imported, the next step is typically to analyse the data both visually and with
descriptive statistics. Since we are constructing a classification model it is especially important to examine the dependent
variable to get a sense for any class imbalances that might affect our choice of learning algorithm(s). When working with
real world data it is also prudent to determine what if any data is missing and how missing data will be handled. Because
we are working with a benchmark data set these are not major issues for this example, but we can examine them anyway.
# Look at class counts for dependent variable
depVarTable <- table(Satellite$classes)
print(depVarTable)
# Determine how many rows contain missing values in the independent variables
percMissing <- nrow(na.omit(Satellite[ ,1:36])) / nrow(Satellite)
print(percMissing)
# Create a box-whisker plot of the independent variables to determine if any are significantly non-normally distributed.
This step is less important when planning to utilize tree based models for classification as these are generally insensitive to
the distribution of numeric variables.
bwPlot <- boxplot(Satellite[ ,1:36])
# So we can see that some variables are approximately normally distributed and some aren't. In this scenario a
transformation like Box-Cox might be useful to allow us to apply certain regression models which may assume a linear
relationship between independent and dependent variables. We can use the caret package to do this. First we must split
the data into independent and dependent variables.
indVars <- Satellite[!colnames(Satellite) %in% "classes"]
depVar <- Satellite$classes
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# Having separated the variables we can try and determine if there are variables we can drop without losing predictive
power. First, we can check for variables that have insignificant variance and as such are unlikely to add information to the
model.
lowVarianceVars <- nearZeroVar(indVars)
indVars <- indVars[ ,!c(1:ncol(indVars)) %in% lowVarianceVars]
# In this example all independent variables have enough variance to at least be considered for inclusion in the model.
# We can now use the preProcess function from caret to apply a Box-Cox transform to the data. We will also center and
scale the data after the Box-Cox transform so that if we choose to use regression we can directly compare variable
importance by looking at the magnitude of the betas. The preProcess function is very useful for scaling and centering data,
doing principal component analysis, and imputing missing data among other capabilities.
bcTransform <- preProcess(indVars, method = c("BoxCox", "center", "scale"))
indVarsTrans <- predict(bcTransform, indVars)
# If doing regression we can also check for multicollinearity in the data to see if there are variables that will create
instability in our betas. If multicollinearity is found, expert knowledge is the best way to determine which of the collinear
variables to keep in the model.
corMat <- cor(indVarsTrans)
print(which(corMat > 0.9))
# You can see by examining the output of the correlation matrix that significant multicollinearity exists. If you're very
familiar with the data you may be able to determine which variables need to be left in the model. Since we have no special
knowledge of this benchmark data set, we can use a regression algorithm that can compensate for multicollinearity. For
this example we will use elastic net regression. For comparison purposes we will also use a random forest to see which
model performs better.
# At this point we are ready to construct our classification models. Certainly more preprocessing of the data could be
performed including additional diagnostic tests (chi square, for example) or calculating weights of evidence for feature
selection. How much preprocessing is necessary will be largely dependent upon the quality of your initial input data.
# First, we set up the model parameters. In this case we're going to do 10 fold cross validation to get an idea of the average
model accuracy.
fitControl <- trainControl(method = "cv", number = 10)
# Next, we train a classification model. For our first model we'll use the elastic net. This is an implementation of the
combined lasso and ridge regression as outline by Hastie and Tibshirani. The caret package automatically determines the
alpha and lambda parameters for us. We're going to set out metric for assessing performance to Kappa, which is essentially
a measure of the ability of the model to predict class above and beyond the no information rate. Kappa is especially strong
as a metric when dealing with highly imbalanced classes, as accuracy may be easy to achieve in that scenario just by
predicting the majority class. In a binary classification problem area under curve (AUC) is a very useful metric, but that is
unavailable in multi class classification problems.
fitEN <- train(x = indVarsTrans, y = depVar, trControl = fitControl, method = "glmnet", metric = "Kappa"
# The highest kappa from the elastic net is about 0.76, which is respectable, but let's see if we can do better with an
alternative model. For the second model we'll use random forests, which construct a series of trees utilizing randomly
selected features. Again, we will use 10 fold cross validation to get a stable estimate of model performance
fitRF <- train(x = indVarsTrans, y = depVar, trControl = fitControl, method = "rf", metric = "Kappa")
# Kappa with the random forest is closer to 0.89. This is a significant improvement over the elastic net.
# As an alternative to cross validation, we could also use a train/test split. This could be easily accomplished using the
createDataPartition function from the caret package.
# We now have a finished classification model. To give an example of how to score a data set, we will score the initial
Satellite data.
predictRF <- predict(fitRF$finalModel, indVarsTrans, type = "response")
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# We can now check the results of the predictive model via a confusion matrix. Typically this would be done on test data
not included in the training set, but since we utilized cross validation we'll look at our predictions on the test set simply for
illustrative purposes.
confRF <- confusionMatrix(depVar, predictRF)
# In this instance the model performed perfectly, classifying all instance correctly. Individual mileage may vary as there is a
stochastic element to random forest construction.
# While this example is relatively straightforward, you can see that classification modeling follows a relatively stable
pattern. Data import will be followed by data examination, data cleansing and transformation as necessary, settling on and
performing a data division scheme for model training and assessment (whether that be cross validation or a simple
train/test split), training the model(s), and then assessing performance. Infinite variations on this theme exist, but the core
process will be largely stable from model to model.
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