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Confidence in Estimates 

• We as actuaries add value by our judgements 
– Taking into account of data and models, as well as various methods and rules 

of thumb 
– And taking into account of “broken-leg cues”, where the new situations are 

significantly different from old ones upon which our data and experience are 
based 
 

• In both cases, for their decision making, it can often be useful for users of 
actuarial work to have a sense of confidence we have in our estimates 
(formally modelled or not) 
 

• Expressions of confidence can take various forms 
– Qualitative – e.g. it is “highly likely”, “probable”, …, “there is low/medium/high 

uncertainty”, etc. 
– Quantitative – e.g. range of reasonable outcome is $X to $Y; scenario A gives 

$X, B gives $Y, etc. 
– Probabilistic – e.g. there is a 50% chance that our estimate will be out by $Z 

 
 



Non Probabilistic Expressions 

• Qualitative expressions are commonplace 
– helpful for giving quick gut-feel answers, 
– used often when we do not want to be too precise:  e.g. when we do not have confidence in our own 

confidence assessments(!?), 
– simple language gives impression of common understanding 
– but this is increasingly felt not to be the case:  cultural impacts, context dependencies, etc., 
– probabilities will be required for e.g. capital modelling, 
– difficult to objectively back test (back testing requires clear statements) 
– and therefore difficult to learn to improve future judgements 

 
• Quantitative expressions of impacts 

– when users of actuarial work wants further understanding, 
– gives a better sense of impact, 
– scenarios can help bring risk to life 
– and help construct risk mitigation strategies, 
– but typically still given with qualitative expressions of likelihood, 
– so will still not be particularly useful for stochastic model assumption setting, 
– so have difficulties to perform meaningful back tests (what can we conclude if in 20 cases when we gave a 

“reasonableness range”, 1 actual outcome falls outside the ranges?!) 
– and so still difficult to learn to improve future judgements 

 

 
 



Probabilistic Expressions 

• Probabilistic Expressions of Confidence 
– As well as quantitatively providing possible outcomes, the actuary indicates their confidence in their 

estimate with probabilistic statements 
– These are possibly most comfortably given with the backing of statistical modelling (e.g. Mack / ODP 

bootstrap are common methods for reserve uncertainty; catastrophe models; internal capital models; etc.) 
– Actuaries (and indeed seemingly many professionals!) find it tricky to otherwise place probabilities to 

communicate confidence in their own estimates 

 
• Problems with making probabilistic statements 

– It takes a lot of effort (or too much effort?) to arrive at a confidence assessment in my head that is faithful to 
my view of confidence 

– Having a faithful confidence assessment in my head is different from my being able to express it correctly in 
probability language 

– After careful consideration, one may still lack confidence in expressing a confidence 
– Users of actuarial work may misinterpret probabilistic statements 
– The expressions could be spuriously accurate 
– It could be difficult to evidence the process of how the probabilistic statements are arrived at 

 

• Potential rewards of making probabilistic statements that are reflective of confidence 
– Communication could be much more transparent and precise 
– A vast body of research is at disposal to apply probabilistic judgement to risk assessment and decision 

making (e.g. capital allocation) 
– Evidence is that we’d be able to back test methods and so improve methodology 

 
 
 

 



Aims and Assumptions 

• These slides (and the paper) hope to serve as prompts for discussions during this ASTIN Colloquium 
session and coffee breaks and beyond 

– Ideas are relatively more tentative 

• They observe difficulties of using probabilistic expressions, as well as potential rewards 
• They will discuss how some of the difficulties might be overcome 

 
• We shall first go through a few episodes in the history of probabilistic weather forecast 
• Then we shall consider a particular method of forecast verification that could be helpful for us 

 
• In these slides, we shall assume that we are expressing confidence in the actual outcome being 

close to the estimate 
– This feels a sensible approach to confidence 
– However, care must be taken that we are often delivering best estimates:  and occasionally, probable 

outcomes may actually be very far from them (e.g. binary events) 
– We still note that in such cases, it is usually possible to consider the confidence of forecasts of components 

that contribute towards the best estimates 
– Another confidence that could be expressed is our confidence about our very estimation of the estimate 

itself:  however, this question seems to be somewhat rare in practice for decision making 
 

 



History I:  Confidence Weights 

• Western Australia 1906:  Cooke propose to attach “an extra figure” to forecasts to indicate 
confidence 

– “Figure 5” is the “maximum weight”:  out of 685 forecasts, 675 proved to be correct 
– “Figure 3” is the “doubtful weight”:  out of 296 forecasts, 233 were “verified” 
– sometimes need to say:  “I’m sorry, but this is the best I can do for you today – do not attach too much 

importance to it” 
– “if I make no distinction …, then I degrade the whole” 

 
• WWI:  French / British services forecasts with “odds in favour of forecast” appended 

– No qualifiers like “probable”, “possibly”, … 

 
• SW US 1920:  Precipitation forecast in 10% increments of probability to help irrigation decisions 
 
• For us:  suppose our claim handlers have such indications for large claims?  E.g. indications of 

whether a claim could deteriorate by pre-determined levels (e.g. $100k, $200k, …) and with what 
“weight” or “odds”? 

– How would this enrich our reserving risk assessments?  E.g. could we build simple binomial models for 
validating tails of reserve distributions? 

 
• (Reference:  See Section 2 of Hughes, Lawrence A., Probability Forecasting – reasons, procedures, 

problems, 1980) 
 
 

 



History II:  Forecasters, Verification  
and Decision Makers 

• Brier 1944 (USWB report) 
– “scientific and economic value of forecasts can be enhanced by 

increased use of probability statements” 
– “the verification problem can be simplified if forecasts are stated in 

terms of probabilities” 
– has strict division between scientific forecasts and decision makers:  

“in general it will be up to the individual (not the forecaster) to decide 
what course of action to take.  He should not be given a ‘pessimistic’ 
forecast or some other ‘biased’ forecast.” 

 
• For us:  many uses of internal models:  many companies build and 

maintain them, even if they are going down the Standard Formula 
route – e.g. for reinsurance strategies 
– How about, say, for pricing of individual risks?  Potentially useful for 

“borderline” underwriting decisions?  More for validation of 
assumptions such as exposure curves? 
 
 
 

 



History III: 
Objective and Subjective Probabilities 

• Post WWII:  more on objective schemes to estimate probabilities 
– Combinations of numerical and statistical methods 

 
• For us:  must we always have objective schemes? 

– Transparencies, help with automations, as well as back testing 
– Schemes are not the same as models!  Might a method to “guess” how 

specific experts would perform judgements be helpful?  (E.g. calibrate 
a GLM(?) from answers to well-designed questionnaires to understand 
judgements?)  Confusingly, such methodology is also called 
“bootstrapping”! 

– Are subjective probability estimations always “bad”? – e.g. we are 
open to cognitive biases such as representative heuristics, rooted in 
difficulties of constructing meaningful pictures from our memory 
recall 

– Can we be trained to give better subjective probability estimates? 
 

 
 
 

 



History IV:  Implementation 

• Probability experiments; non-publicised probabilistic forecasting activities paved 
the way to authorisation in 1965 of US Nationwide precipitation forecasting 

– First on trial bases; verification exercises 

 
• For us:  one of the main obstructions to actuaries putting (subjective) confidence 

against our projections is (1) perception of lack of training and skill in estimating 
confidence and (2) the seeming lack of justification to the estimated confidence 
estimate 

– For (1):  would actuaries be willing to start penning down confidence estimates and start 
verifying them as results come in?  Would it be practical to have such exercises inside the 
actuarial function for training, without publication to the wider company?  What IT 
infrastructure might be helpful – database registering what are being judged; automatic 
scoring as results come in (e.g. as claims are being settled)?  Perhaps even an app on our 
smartphones?! 

– For (2):  after such training, and as the particular actuaries reaches towards good calibration 
scores, would this be enough justification to “trust” in their judgement in their specific areas?  
Or would we still need to rationalise, hypothesise and test why their judgements were giving 
good calibrations?  In either case, starting on these experiments would help! 
 

 
 
 

 



History V:  The 1980-2 Zierikzee 
Experiment [Murphy & Daan (1984)] 

• Forecasters at Zierikzee in 1980 had no experience in probabilistic forecast prior to experiment 
– Had not even seen probability estimates from similar forecasts before 

• Tasked to put probability estimates (in 10% increments) to precipitation / visitbility / wind speed 
crossing certain thresholds for five different lead times 

– These factors judged important for construction of dams 

• Initially, the information flowed one way:  there was no feedback during the first 12 months re their 
performance 

– 514 sets of forecasts from four forecasters 
– a total of 20,000+ probability estimates was made 

• At end of 12 months, feedback was provided to forecasters individually and collectively 
– Reliability diagrams; calibration / resolution scores 
– Emphasised different processes between formulating forecasts and use of forecasts 

• Second 12 months of experiments instigated to test effect of feedback and experience learnt from 
first 12 months 

– Significant improvement in calibration results from all combinations except those involving a particular 
forecaster (who was already quite good in the first year) 

– But resolution must await state-of-the-art enhancements (e.g. improved understanding in science) 

 
 

• Conclusion:  training and experience in probabilistic forecasting in this particular setting have 
improved forecasting reliability.  Can we hypothesise similarly for insurance work? 

 
 

 



Example Reliability Curves 
(impact of feedback / experience) 

• “Reliability” = 
“Calibration” 

• Chart being close to 450 
line indicates good 
calibration:  e.g. out of all 
the times a well-
calibrated forecast 
indicated x% occurrence, 
we should see 
occurrence around x% of 
the time 

• Here, B shows the 
greatest improvement 
before and after 
feedback 

• D shows the least (if any) 



The Brier Score 
(Quadratic Probability Score) 

• The Brier Score is an “actual vs expected” measure, taking values between 0 and 1 
– In contrast to other scores, 0 indicates actual matches expected 

• A.k.a. “quadratic probability score” (QPS) 

– QPS =
1

𝑁
 𝑓𝑛 − 𝑥𝑛

2𝑁
𝑛=1  

– where N are the number of independent forecast-event pairs being measured 
– where 𝑓𝑛 is the nth probability forecast of event occurrence 
– where 𝑥𝑛 takes the value 0 for non occurrence of the nth event, and 1 otherwise 

• It is famously a “proper” score (unlike the score 
1

𝑁
 𝑓𝑛 − 𝑥𝑛
𝑁
𝑛=1 , for example):  forecasters must be honest to get 

better Brier scores! 
 

• Murphy’s decomposition gives: 
– QPS = Uncertainty + Calibration – Resolution 

– QPS ≈ 𝑥 1 − 𝑥 +
1

𝑁
 𝑁𝑗 𝑥𝑗 −𝑚𝑗

2𝐽
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1
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– where J is the number of bins we are testing 

– where 𝑚𝑗 is the representative probability for the jth bin (e.g. mid-point) 

– where 𝑥𝑗  is the observed relative frequency for the jth bin 
– where 𝑥  is the overall average relative frequency 

• “Uncertainty” gives a starting point:  it is the QPS of the “unskilled” forecast (one that always forecast the historic 
baseline probability 

• “Resolution” gives a sense of how well the forecasts are distinguishing between event occurrence or not 
• Note the “calibration” term always makes the score worse, to be offset by much better resolution 

 
 



Example:  XOL Pricing 

• In theory, Brier scores, Murphy 
decompositions and reliability 
diagrams can all give us 
diagnostics whenever we have 
a large collection of 𝑓𝑛, 𝑥𝑗  

– E.g. Lahiri & Wang (2013) 
considers forecast 
probabilities of GDP falls with 
various lead times 

– E.g. In Risk XS pricing, the 
event could be “a loss in the 
reinsurance layer” 

– E.g. In reserving risk 
modelling, the event could be 
“the CDR being $Xm or more” 

– E.g. A large (independent) 
collection of probability 
judgements and events 

• Need to be aware that in 
pricing / reserving, we deliver 
best estimates 

– B.E.s are difficult to back test 
– But components can be 

tested (e.g. here, P(a claim)) 

 
 

Prob. Intervals

Min 0.0% 11.0% 19.8% 23.0% 52.5%

Max 11.0% 19.8% 23.0% 52.5% 100.0%

Mid 5.5% 15.4% 21.4% 37.8% 76.3%

Range 11.0% 8.8% 3.2% 29.5% 47.5%

Total

Num Progs 153 22 11 25 9 220

Actual Freq 7 7 7 7 6 34

Relative Freq 5% 32% 64% 28% 67% 15.5%

Expected Freq 8.4           3.4           2.4           9.4           6.9           30.5                

Weight 7.95         2.87         1.85         5.87         1.63         

Test Statistic

Test Stat 0.50-         2.13         3.42         1.01-         0.68-         17.94             

p-value

0.1%

• Here, we see a particular way of determining P(a claim) of the 
220 programmes does not pass the Chi-Squared test 

• In the second iteration, the actuary should work in the mid-
range, where claims are arriving more frequently than expected 

• Resolution is between twice and three times the size of 
calibration – possibly indicating method already has good 
discriminating ability 

Murphy Decomposition

Absolute

QPS 11.0%

vs Const. 13.1%

Calibration 1.3%

Resolution 3.5%

QPS 10.9%

Check -0.1%



Example:  Claim Development Results 

• CDRs is the one-year 
movement of outstanding 
claims reserves:  Closing 
reserves + Paid in Year – 
Opening reserves 

• Around 120 industry paid / 
incurred annual-annual 
triangles (less latest diagonals 
from the 2012 calendar period) 
fed through the Merz-Wüthrich 
method to derive mean and 
SDs 

• Using normal approximation to 
derive 𝑓𝑛 of probabilities of 
CDF > 10% of opening reserves 

• The comparison is with the 
closing reserves + paid in year:  
place back latest diagonal and 
project using the chain ladder 

• Note no tail factors are being 
modelled – so paid and 
incurred results are not 
comparable 
 
 

 

• Here we see the MW coming up with higher probabilities than 
output throughout all probabilities 

• The Murphy Decomposition suggest MW with normal 
distributions for these triangles to be doing worse than the 
“unskilled” method 

• However, using this method on the incurred triangles seems to 
be relatively less worse than on the paid triangles – the QPS 
increases relatively little with the incurred 

Murphy Decomposition

Paid Incurred
vs Const 15.5% 11.5%
Reliability 2.2% 2.3%
Resolution 0.8% 1.6%
QPS 16.8% 12.1%



Conclusions and Next Steps 

Practitioners 
• Material actuarial projections should be accompanied by confidence indications 
• Probabilistic indications can add value 
• There are two main extremes of estimating probabilities:  objective and subjective – but usually in combination 
• Many actuaries do not feel comfortable giving probabilistic indications 
• Part of this is due to lack of backing and lack of “feel” 
• We can all start by writing down probabilistic indications in our respective areas, being precise in what we are 

forecasting (e.g. with or without inflation?  exchange rates?  discounting?), even if not initially publicised, with 
regular feedback loops! 

• The proper QPS could be a tool for such feedback loop – it has a good track record with weather forecasters 
 

Researchers 
• We need more research in this area! 
• So far only noticed one recent ASTIN Bulletin paper that had passing reference to difficulties in estimating remote 

probabilities 
• Seemingly relatively little done on subjective extreme probabilities – considering this would be very useful for 

model calibration and validation 
• Could we team up with psychologists to perform empirical experiments with actuaries (or other insurance 

professionals) performing probability assessments?  The closer to “real life situations” the better! 
• The same, but with testing effectiveness of different ways of providing feedbacks 

• How about the bahaviour of the Brier Score under circumstances when the pairs 𝑓𝑛, 𝑥𝑗  are not independent? 
• Much literature in eliciting probabilities focus on one-off elicitations:  are memories of / anchors to the first-time 

estimates good or bad?  How do feedback work when re-estimating probabilities on the same risks? 
 
 
 
 
 
 
 

 


